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Constructing roads through vegetated terrain forces a trade-off between
minimizing ecological harm and preserving constructional ease. This work
presents a unified, end-to-end framework that reconciles both objectives,
with three major contributions. First, propose a hybrid perception model that
fuses a graph convolutional network (GCN)—capturing scene-level spatial
context—with a capsule network (CapsNet) that encodes part-whole
relationships for reliable detection of small, clustered vegetation; this
configuration attains an average precision (AP) of 0.925, average recall (AR)
of 0.948 (intersection over union (IoU) = 0.5), and 98% land-cover
classification accuracy on unseen data. Second, we introduce an ecological-
sensitivity cost map fusing vegetation normalized difference vegetation
index (NDVI) with terrain slope, over which we evaluate Dijkstra, A*, a
novel Eco-Aware A* embedding a vegetation-avoidance penalty, and an
non-dominated sorting genetic algorithm II (NSGA-II) multi-objective
search that jointly minimizes path length and vegetation damage. Third, on a
benchmark modeled on the Bengaluru—Kanakapura road (NDVI = 0.7, slope

= 0.3), the eco-sensitive route lowers segment NDVI by roughly 69% and
eliminates all high-canopy exposure while adding only about 8% to path
length versus an optimized non-vegetated route. Together, these components
enable automated, ecologically aware road planning directly from imagery.
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1. INTRODUCTION

Artificial intelligence (Al) has become a transformative force in infrastructure condition monitoring,
reshaping modern asset management practices against the backdrop of fast-paced urbanization and the push
for sustainable development. Conventional approaches to this problem have long relied on manual
inspection, ground-based sensors, and periodic visual surveys to gauge the state of roads, bridges, buildings,
and similar assets [1]-[4]. These methods work up to a point, but they carry real limitations: they demand
substantial labor, consume significant time, cover only limited areas, and cannot sustain continuous oversight
of extensive infrastructure networks. Compounding these shortcomings, traditional monitoring largely
ignores the environmental side of infrastructure development, leaving vegetation loss and broader land-cover
change in surrounding areas unaccounted. Some of the ways in which the environment could be affected
negatively along the routes may not be well considered in road alignment.

The shortage of infrastructure in the country makes transport routes crucial for the nation’s
development. Remotely sensed data and machine learning (ML) algorithms have increased the accuracy of
land-cover classification, whereas multi-objective optimization makes it feasible to navigate trade-offs
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among multiple objectives. Yet, chain planning still entails disconnected stages: perception
(classification/segmentation) is designed independently from routing, or optimization is conducted over a
crude, heuristic cost grid. EcoRoute I-Net remedies the lack through the following integrated and modular
system ranging from perception to decision: a base model augmenting segmentation/classification pipeline
(ViT-Large + Swin Transformer), yielding high-resolution thematic maps. Empirically, the integrated system
is accurate and yields constructive savings relevant to the abstracted project requirement. Contributions: a
unified perception-to-decision framework integrating foundation model-based land cover mapping with
multi-objective routing. A mathematically based composite cost surface for vegetation, hydrology, terrain,
and constructability terms.

In recent years, Al-based approaches, particularly those that make use of satellite imagery, have
emerged as powerful and scalable tools for infrastructure monitoring and management. High-resolution
satellite images make it possible to observe large geographic areas and collect updated information at
frequent intervals, enabling near real-time monitoring of critical infrastructure assets [5]-[8]. By shifting from
manual inspection to Al-driven satellite image analysis, infrastructure health can be efficiently assessed across
large networks while the same models simultaneously detect and quantify vegetation loss from expansion,
maintenance, and urban development, jointly supporting sustainable, resilient development [9]-[11].
Substantial obstacles still stand in the way: the sheer scale of available data, the subtlety of many structural
defects, and the difficulty of telling authentic vegetation loss apart from changes driven by season or climate.
These factors keep the fusion of high-resolution satellite data with Al-based monitoring an active research
frontier, one that calls for deep learning models capable of picking up on fine-grained cues tied to structural
wear, erosion, and shifting vegetation cover. This project responds with a unified, real-time framework built
on convolutional neural networks (CNNs) that flags degradation signals such as cracks, wear, and erosion
while simultaneously measuring nearby vegetation loss [12]-[14], giving planners a scalable, cost-effective,
automated substitute for manual inspection. In practice, this enables proactive maintenance, cuts operating
costs, and limits harm to vegetation [15], [16], in keeping with smart city objectives and wider
sustainability targets.

The paper makes three contributions. First, it presents a single perception-to-decision framework
that joins foundation-style land-cover mapping with multi-objective routing. Second, it defines a composite
cost surface, in closed mathematical form, that combines vegetation, terrain, and constructability terms.
Third, it introduces an Eco-Aware A* planner and a non-dominated sorting genetic algorithm II (NSGA-II)
Pareto search that make the vegetation-versus-feasibility trade-off explicit, and it releases a fully
reproducible implementation.

2. LITERATURE REVIEW

Monitoring infrastructure development and vegetation cover dynamics has become a very important
process with regards to modern urbanization, climate trends, and an increase in ecosystem degradation. The
combination of satellite imagery and Al, especially with regards to deep learning, has significantly enhanced
the process of observing structural development and vegetation destruction on a large spatial and temporal
scale. The initial process was mainly dominated by observations and rule-based systems, whereas modern
systems are increasingly upgrading to deep learning and multi-temporal satellite images.

Early accomplishments proved the capability of fine-scale vegetation analysis. The progress
achieved by Arkin ef al. [1] paved the way for the analysis of vegetation loss based on very high-resolution
imagery. This work focused on the assessment of the severity of fires using airborne imagery. Fine-scale
vegetation analysis proved workable in several early studies. Working from very-high-resolution airborne
imagery, Arkin ef al. [1] assessed fire severity and, in doing so, advanced the measurement of vegetation
loss. Bai et al. [2] proposed an improved luminance-contrast saliency map built on interferometric synthetic
aperture radar (InSAR) coherence differences and used it to delineate burned areas. Plomer et al. [3] took a
CNN-based route, combining radar and optical imagery to map burned areas and capture fire-driven
vegetation loss.

Bulatov et al. [4], [5] moved past two-dimensional imagery altogether, using three-dimensional
point clouds to separate vegetation from built structures and again recovering vegetation loss reliably.
Saliency map techniques were further introduced in the analysis by [2] using the InSAR coherence difference
in determining the burned areas. This process indicated the effectiveness of the analysis techniques used in
the study. Techniques based on the use of CNN were further explored by [3]. The work focused on the
analysis based on the usage of radar and optical imagery in the burn area determination. This indicated the
effectiveness of the analysis in capturing loss due to vegetation fires. In addition to the analysis techniques
based on two-dimensional imagery, techniques based on three-dimensional point clouds focused on the
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analysis between vegetation and man-made structures were further explored by [4]. The process indicated the
effectiveness in capturing the loss due to vegetation in the selected region.

Improvements in deep learning techniques combined with the advent of high-resolution satellite data
have further increased the accuracy of vegetation loss detection. Cho et al. [6] used deep learning techniques
in combination with PlanetScope satellite imagery for burned area identification, increasing the accuracy of
unitemporal vegetation loss detection. Dixon et al. [8] presented the concept of spatiotemporal deep learning
techniques for recognizing canopy-scale tree death in response to forest fires for precise vegetation loss
monitoring over time. Javed et al. [9] presented a deep learning-based method for change detection of urban
forest cover using very high resolution (VHR) satellite imagery. As deep learning matured and
higher-resolution data became available, vegetation-loss detection improved again. In studies [6], [7]
applied deep learning to unitemporal PlanetScope imagery for burned-area identification and reported
higher accuracy.

Dixon et al. [8] developed spatiotemporal techniques that recognize canopy-scale tree mortality
after fire, which lets the process be followed precisely through time, while Javed et al. [9] detected change in
urban forest cover from VHR imagery. Vegetation recovery after disturbance drew attention too. Priya and
Vani [10] built an unsupervised deep model for post-fire vegetation change and recovery; Sur et al. [11]
tracked vegetation degradation across India from multi-sensor imagery; and Anand et al. [12] linked
landscape change to land-surface temperature and vegetation indices. Regional studies have paid particular
attention to climate-driven vegetation change. Shukla et al. [13] carried out a spatio-temporal analysis of
vegetation cover from linear imaging self-scanning sensor (LISS)-IV imagery with AI/ML change detection.
Other work applied CNNs to PlanetScope data for accurate land-use and land-cover classification.
Deep-learning remote sensing has also been used to flag normalized difference vegetation index
(NDVI)-related degradation in mining and habitat zones and to estimate fractional vegetation cover from
Sentinel-2 time series, and hybrid recurrent neural network (RNN)-CNN models have been put forward to
forecast NDVI for long-term vegetation-health studies [13]-[16].

Review articles have since drawn these threads together, pointing to a clear move toward fusing
heterogeneous data sources and to the growing dominance of deep learning in biodiversity monitoring and
deforestation mapping [10], [17]. Recent studies have widely employed deep learning and remote sensing for
vegetation monitoring, change detection, and environmental assessment using multi-sensor satellite imagery.
Regional research has utilized CNNs, NDVI, Sentinel-2, PlanetScope, and hybrid RNN—-CNN models to map
vegetation dynamics, climate-induced changes, and long-term vegetation health. Comprehensive reviews
emphasize multimodal data fusion, biodiversity monitoring, semantic segmentation, and large-scale
deforestation detection. Infrastructure-related studies have contributed through land-cover segmentation,
highway path optimization incorporating land-use dynamics, the A* algorithm for optimal routing, and
Huete's SAVI for improved vegetation detection. Building on these advances, Priya and Vani [10] achieved
over 96% accuracy in distinguishing genuine vegetation loss from spurious changes, demonstrating the
potential of deep learning for eco-sensitive infrastructure planning.

Matyukira and Mhangara [17], in a scientometric review of the literature, found that neural networks
dominate the domain and that CNNs in particular have become standard because of their ability to learn
hierarchical features directly from raw input data. This motivates the use of CNN and graph convolutional
networks (GCN) based approaches in this project. Liu et al. [18] offer a survey of road extraction techniques
based on deep learning that include fully supervised, semi-supervised and unsupervised approaches and
identify relevant datasets and benchmarks for the road segmentation module developed here. Krejcar and
Namazi [19] explores the role of Al in remote sensing more generally, including land cover classification,
object detection, and disaster response, but also identifies challenges that the combined GCN-capsule
network (CapsNet) approach presented here aims to address, specifically related to generalizability, fusing of
multi-source data, and computational efficiency. Taken together, this body of literature includes vegetation
loss detection, vegetation classification and mapping methods, road extraction methods, and more broadly Al
approaches for remote sensing.

Ienco et al. [20] propose time-series waveform and imagery network for satellite-fusion (TWINS), a
dual branch deep learning system which combines Sentinel-1 radar and Sentinel-2 optical time-series data
through a convolutional gated recurrent unit (ConvGRU) architecture coupled with attention mechanisms in
order to take advantage of complementary strengths of the data in space and time. It demonstrates that this
approach can enhance land-cover classification accuracy [21]. Continental-scale vegetation pattern modelling
is well explored through multimodal earth observation foundational models [22]. Vision-based graph neural
networks for earth observation have demonstrated advantages in land cover classification. Feature pyramid
networks and fully convolutional architectures have been demonstrated to provide robust and accurate
per-pixel change detection in remote sensing. Efficient and robust tree based models like LightGBM serve as
strong baselines for large-scale classification tasks [23]-[24]. Zoph ef al. [25] introduced neural architecture
search network (NASNet), using neural architecture search to automatically discover a transferable
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convolutional "cell" on a small proxy dataset (CIFAR-10) that could be stacked to scale up to large-scale image
recognition. Their searched architectures surpassed hand-designed networks on ImageNet while lowering
computational cost, demonstrating that learned architectures can transfer effectively across datasets and tasks.

The above discussion on the state of the art demonstrates a clear area where significant advancement
can be made: there is a dearth of frameworks that jointly address infrastructure change and associated vegetation
loss using a single, integrated pipeline. Utilizing multimodal satellite imagery in combination with deep learning
methods provides a promising avenue to construct such holistic solutions. More broadly, the convergence of
ML, geospatial analysis, and optimization in infrastructure development has become an active research
direction, one that this project's segmentation, cost mapping, and road-planning optimization builds upon.
Satellite-based land classification has advanced considerably through deep learning, with fully convolutional
networks setting an early benchmark for semantic segmentation and U-Net Ronneberger et al., [26], first
designed for biomedical images, later repurposed to classify land cover into forests, roads, water bodies, and
plains. Cost mapping, which assigns each land category a value reflecting its ecological sensitivity and
construction difficulty, extends earlier geographic information system (GIS)-based approaches that argued
for embedding ecological factors directly into infrastructure planning, with newer studies pairing GIS and
ML to generate cost maps that adapt dynamically to changing conditions. Long-standing algorithms such as
Dijkstra [27] and A* Hart et al., [28] continue to anchor shortest-path computation and have been adapted to
cost-weighted geospatial settings, with recent research coupling them to machine-learning-derived cost maps
so that computed routes minimize financial and environmental cost together.

Advances in high-resolution imagery and data processing now support fine-grained terrain analysis,
and an increasing body of work fuses remote sensing with ML to locate construction paths with the least
ecological disruption. Sustainability considerations have likewise moved to the center of infrastructure
planning, with prior studies documenting the environmental toll of road building and calling for methods that
limit habitat fragmentation and deforestation, shaping frameworks that weigh economic gains against
ecological costs. Translating analytical output into actionable guidance depends on effective geospatial
visualization, and progress in GIS and ML has made interactive, interpretable visual tools available to
stakeholders. Beyond roads, comparable segmentation and optimization techniques have found use in urban
planning, disaster response, resource allocation, and utility network design, pointing to the broader
applicability of this methodology. Tracking how infrastructure grows and how vegetation cover shifts has
taken on new importance amid modern urbanization, a changing climate, and the steady loss of ecosystems.
Pairing satellite imagery with Al, and with deep learning in particular, has made it far easier to observe both
construction activity and vegetation loss over large areas and long periods. The earliest studies leaned on
manual observation and rule-based systems; current pipelines increasingly rely on deep learning applied to
multi-temporal imagery.

3. METHOD

Data acquisition: in this study, the satellite imagery used was provided by several renowned space
agencies, such as the Indian Space Research Organization (ISRO), NASA, the European Space Agency
(ESA), and the space studies institute in California which hosts satellite data across various resolutions in
spatial, spectral, and temporal characteristics. Considering the fact that our area of interest is This study
prioritizes satellite data that can be used to study various terrain and climate conditions in India; therefore,
this study selected images from ISRO’s LISS-III to develop and test our model. LISS-III has 4 spectral
bands—both visible and the near-infrared bands possess a spatial resolution of 23.5 m over a swath width of
approximately 141 km whereas the shorter wavelength infrared band possesses a coarse spatial resolution of
70.5 m and swath width of approximately 148 km. The sensor provides decent temporal coverage with its
revisit time of 24 days, freely available through Bhuvan, the national geo-portal, over a span of more than a
decade comprising historical and multi-seasonal imagery with relatively less cloud cover. Imagery was
collected from several established agencies, among them the ISRO, NASA, ESA, and the space studies
institute, whose archives differ in spatial, spectral, and temporal resolution. Since the study focuses on Indian
regions, this study favored imagery matched to Indian terrain and climate and settled on ISRO's LISS-III
instrument for building and testing the model. LISS-III records four spectral bands. The two visible bands
and the near-infrared band give 23.5 m resolution over a swath near 141 km, and the short-wave infrared
band works at 70.5 m over a swath of about 148 km. Its 24-day revisit cycle keeps temporal coverage steady,
and because the data are free through Bhuvan, India's national geo-portal, more than a decade of
multi-seasonal, mostly low-cloud scenes is available, which makes the sensor well suited to training robust
segmentation models.

This study also draws on the public SpaceNet dataset, which offers high-resolution imagery of urban
and semi-urban areas together with detailed ground-truth labels for buildings, roads, and other structures.
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Those labels make supervised training and reliable evaluation possible. Since SpaceNet is widely utilized in
GIS applications, urban planning, and disaster response, it provides a relevant benchmark for evaluating
model accuracy in segmenting various urban features under varying conditions. The work additionally makes
use of the publicly available SpaceNet dataset that sourced on Kaggle. The SpaceNet dataset contains
ultra-high-resolution pictures of cityscapes/suburban and includes corresponding land-ground truths of
buildings, streets and others; these data allow to make a proper training of any supervised learning model as
well as an unbiased evaluation of the model. The results have been quantitatively analyzed in terms of
intersection over union (IoU), the most common and accepted metric for quantifying segmentation
performance. IoU is defined as the ratio of overlap to union area. With ‘A’ and ‘B’ the set of pixels
corresponding to ground-truth and estimated segmentation maps, respectively and A B the intersection, IoU
is calculated as in (1).

__14anB| _ |ANB|
" JAUB| ~ |Al+|B|-lANnB|

IoU(4, B) 1)

IoU also known as the Jaccard Index, measures the similarity between the predicted region (A) and
the ground-truth region (B) by dividing their overlapping area by their combined area. An IoU value closer to
1 indicates higher segmentation accuracy, while 0 indicates no overlap. The research framework describes a
workflow that uses a pair of images from the same geographic location taken at different times (for example,
satellite or aerial images), as shown in Figure 1. First, the input images are preprocessed through: resize to a
uniform scale, normalization, extraction of 256 x 256 patches, encode annotation, data augmentation
(rotation, flipping, and zooming). Next, the pairs of preprocessed images are feed into the U-Net network for
feature extraction and change detection, output feature maps that highlight the affected areas.

Architectural flowchart and process diagram of the framework respectively: first use image to input,
second to preprocess images, third use deep learning to detect whether it is vegetation, if not then detect if
vegetation loss, and then to decide how to minimize vegetation loss as shown in the Figures 1 to 3. The
proposed framework follows a systematically procedure for feature extraction, classification, and deployment
using CapsNets and GCN as shown in the Figure 2. The procedure starts with data collection from available
sources, followed by preprocessing of the data that includes cleaning, normalization, denoising, and
enhancement to increase the data quality, finally splitting the data into training, validation, and test sets. The
preprocessed data is first passed through CapsNet where local, spatial features are extracted and encoded in a
hierarchical representation, which preserve the relationships between objects.

-| i Vegetation Detector
Pre-Processing node 4’( g >

Vegetation Processing Node

Qutput Images Deep Learning
Output Node . 3
| : P ¢ < Object Classifier

Figure 1. Proposed work framework

Reconstructional Layer

Classification Layer

Data Collection

Pre-Processing

Graph
Convolution
Data Splitting Network

Result Analysis

Result Analysis

Figure 2. Architectural flowchart and methodology diagram
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Input image Segmented image

Figure 3. Sample input image used for training and segmented image

These high-level feature vectors then feed into a GCN, which learns complex dependencies and
relations within and between data samples. A reconstruction layer then maps the GCN features back to the
lower-level features, preserving key information from the capsules and acts as a regularization term. These
reconstructed features are input into a classification layer to generate the output predictions, i.e., class labels.
Model parameters are optimized by training and utilizing the backpropagation algorithm and an appropriate
optimizer to minimize classification error, then evaluate the trained model using accuracy, precision, recall,
Fl-score, and analyze the results. Compare its performance with other methods to test if there is significant
improvement in performance and compare against them. After valid, model is ready for deployment that can
be utilized to real world problems of different areas like, remote sensing, intelligent transportation, and
cybersecurity. This study designs a framework based on CapsNet and GCN which takes advantage of feature
extraction and learning spatial correlations and global relationships. Segmentation accuracy is defined based
on the overlap of the predicted regions and the ground truth regions. The prediction is considered correct if
the IoU is at least 0.5, i.e., the predicted mask and the ground truth region have at least 50% intersection over
the union. Precision IoU > 0.5 is defined as in (2).

TPIoUz0.5 (2)

Precision;,ysos =
1oU205 TProuz0.5*tFPIoUuz0.5

Where in (2) denotes the precision calculated at an IoU threshold of 0.5 or greater. Here, TP, ,ys¢.5 represents
the true positive detections that achieve an IoU > 0.5, while FP; ;-5 denotes the corresponding false
positive detections at the same threshold. Recall: IoU > 0.5; recall measures the ability of the model to
correctly identify all relevant instances and is defined as in (3).

TPiouzo0.
IoU=0.5 (3)

Recall > =
1oU205 TProuz05tFNioUuz0.5

Where in (3) means false negatives related to TP regions with IoU values under 0.5. To measure model
performance, this study uses two aggregate scores: when summed over all ground truth objects and a
IoU of 0.5 they define two summary measures (average precision (AP) at IoU 0.5 and average recall (AR) at
IoU 0.5) that can be combined with per region metrics and overall IoU. These represent an unambiguous way
to judge performance of an instance segmentation method for satellite images. Using this standard as
inspiration this study develop a two-stage instance segmentation pipeline. A graph convolutional neural
network (GCNN), first encodes node and edge features derived from the grid that represents the image,
providing a representation of global spatial dependencies and long-range structural patterns across the entire
image [29]. A CapsNet, CNN (capsule) processes this representation and refines it into segmentations by
modelling relationships of parts of the segmentation being within segmentation for example. A full end to
end system trained on raw images with accompanying metadata, the network outputs one segmentation mask
per instance. This study discovered in early experiments that tiny buildings, often appearing clustered, are
hard to distinguish from one another and their impact on performance is hidden within AP and AR measures,
which give equal weight to every object irrespective of physical scale.
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This study combat this through designing our loss function with two complementary weighting
schemes, the first up weights pixels near other segments thus strengthening the borders of adjacent objects,
while the second increases the weights of small segments so they are not underrepresented as they contain a
relatively small proportion of the overall pixels. It is composed of two loss components: a cross-entropy loss
term penalizing classification accuracy and a Dice loss term which penalizes incorrect spatial localization and
weak localization, this study found that training with a combination out performed each component on its
own. Image patches were padded (reflectively) to size 320 x 320 this ensured that the whole object was
preserved when segments were tiled along borders and it is an effective way to stop objects from
being cropped.

Ground truth masks were generated from polygon-based annotations so that we can provide
pixel-based predictions for comparison with the loss function which can also act on pixels directly, it also
ensured that we had the same type of input for the loss function and our network's predictions. A variety of
common image augmentations were applied during training, which helps the network to generalize. These
were horizontal and vertical flipping, random rotations of up to 4 around every 90, a small variation in
contrast, and a small variation in brightness. The network was trained with the 1-cycle learning rate schedule
to help speed up convergence and improve generalization of the final network [30].

Table 1 shows 0.925 of AP and 0.948 of AR at [oU = 0.5 thresholds for held out test set demonstrate
model's capacity for this complicated satellite images segmentation application. Through that, infrastructure
can be evaluated considering their effects on vegetation cover reduction due to expansion of infrastructure,
growth of urban area, and land cover changes. Inspired by efficient training techniques demonstrated at
Stanford’s DAWNBench competition-a contest designed to reward rapid, low-cost training on benchmarks
such as ImageNet and CIFAR-10-we adopted the 1-cycle learning rate policy developed in earlier work and
implemented using the fast Al library. The policy cycles the learning rate throughout a single training run.
This approach allows training to rapidly explore the loss landscape efficiently while avoiding the shallow,
non-generalizing sharp minima. The Stochastic gradient descent (SGD) method with momentum—which,
according to this study, has proven to be robust and capable of producing models with better generalization
ability—was used with a batch size of 32. Training was performed in several phases: Initially, a brief
warm-up phase trained only the non-pretrained decoder layers for one epoch with a learning rate of 6.

This allowed the randomly initialized decoder layers to stabilize without disrupting the learned
feature maps of the pretrained encoder. After this, the entire network was unfrozen and trained for 20 epochs
according to the 1-cycle policy: learning rates increased linearly from 0.15 to 6 over the first 45% of the run
to allow broad exploration and escape local minima; rates decreased linearly back to 0.15 by the 90% point to
settle into a stable basin; and finally, rates were reduced linearly to 0.0015 over the final 10% for fine
convergence. Momentum was adjusted inversely to learning rate during all 1-cycle training phases, so as not
to overshoot the loss at higher learning rates but still maintain some downward motion at low ones.
Following the full 20 epoch 1-cycle training, this study performed two additional cycles of fine-tuning with
learning rates oscillating between 0.05 and 1 before ending with a learning rate of 0.05 in the final cycle to
refine the model without risking catastrophic forgetting.

Table 1. Training matrix for the dataset
Number of epochs  Time for training  Accuraccy  Precision  Recall
Cycle 1 10 84 ms/step 97.23 95.01 96.14
Cycle 1 with cylindrical learning rate X2 50 94 ms/step 98.34 96.45 97.56

Overall, a combination of this multi-phase strategy—warm-up, full 1-cycle, and cyclical fine-tuning
yielded rapid convergence while ensuring robust generalization. The model was trained for both 6-label and
3-label variations of the semantic segmentation of aerial imagery dataset using example images, with the latter
producing a more coarsely grained output classification. Route optimization algorithms: on this surface, the
cost of stepping from cell u to an 8-connected neighbor v is the average traversal cost of the two cells, scaled
by the Euclidean step length d (u, v), which is 1 for orthogonal moves and \2 for diagonal ones as in (4).

w(u,v) = %(C[u] + C[v]) - d(u,v) @)

Edge weight function given in (4), which explain about the traversal cost of an edge joining nodes u
and v is taken as the mean of the endpoint costs, scaled by the geometric distance between them: where,
w(u,v) is weight (traversal cost) assigned to the edge between nodes u and v, Clu], C[v] is
ecological/vegetation cost value at nodes u and v respectively, d(u, v) is Euclidean (or geodesic) distance
between nodes u and v in metres. The factor !4 averages the endpoint costs, so that an edge crossing from a
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low-cost cell into a high-cost cell is penalized proportionally to the mean impact along its span, while the
multiplication by d(u,v) makes the weight extensive in path length. This study compares four planners.
Dijkstra runs a uniform-cost search and returns a provably optimal least-cost path, but it expands nodes in
every direction [25]. A* adds an admissible Euclidean heuristic h(a,b) = cyin ||a — b||, with cp,;;, the
smallest cell cost; this steers the search toward the target and cuts the number of expansions while keeping
the path optimal on the composite surface.

Proposed Eco-Aware A*. The proposed planner adds an explicit vegetation-avoidance term to the
edge model, controlled by a weight A, so the search leans toward low-canopy corridors as in (5).

w(u,v) = %(C[u] +Clv]) -d(u,v) +A-V[v]-d(u,v) (5)

Eco-Aware edge weight (5), explain the heuristic stays admissible with respect to the base cost, so the search
remains efficient, and the extra term pulls the route away from dense vegetation. This study set A = 0.9 in the
experiments. Since one fixed weight cannot express every planner's priority, also provide an NSGA-II
multi-objective search. Candidate corridors produced across a range of eco-weights are evolved with fast
non-dominated sorting and elitist selection, minimizing two objectives at once, cumulative length-cost and
cumulative vegetation exposure, and the search returns a Pareto front. A knee-point rule then picks the
solution nearest the ideal point for reporting.

The route-optimization pipeline is self-contained and reproducible. So that the whole method can
run without downloading large imagery tiles, it generates a physically plausible benchmark scene
deterministically: a smooth elevation field with a high-slope ridge, a dense forest belt lying across the direct
line between the endpoints, and an impassable riparian barrier. This setup puts the vegetation versus
feasibility trade-off in plain view and lets all planners be compared on identical inputs. Sample satellite
images used for training the proposed model along with their corresponding segmented outputs as shown in
Figure 3. The segmented images illustrate the successful extraction of vegetation and other land-cover
regions, demonstrating the effectiveness of the proposed segmentation approach in accurately identifying
terrain features.

4. RESULTS AND DISCUSSION

Incrementally increasing the number of GCN layers and blocks within CapsNet module can
systematically reduce model misclassifications of smaller objects and further separate densely arranged
instances. Subsequently, further fine-tuning to specialize in segmenting accurate instance boundaries and
better separating closely-packed small objects was conducted and the vegetation-detection code is shown in
the Figure 4. The semantic subdivision code as shown in Figure 5 and results of the proposed work as shown
in Figure 6. When this study train on the 3 labels dataset, the same model produced a slightly lower
performance metric, due to class imbalance. In contrast, the model trained on the Label datasets achieved an
accuracy score 85%. The proposed GCN—CapsNet model was trained using the satellite imagery dataset
following the procedure described in methodology section. To identify the most effective model
configuration, this study systematically experimented with several parameters during training and evaluation.
In particular, this study varied the segmentation confidence threshold (6) from 0.3 to 0.8 in order to
determine the setting that yielded the best instance-level segmentation performance. In addition to threshold
tuning, multiple architectural configurations were explored by changing the depth of the network. Various
configurations of the GCN and capsule blocks were compared and contrasted to determine their effects on
segmentation accuracy. The overall pixel-wise accuracy did not change substantially-primarily since the
proportion of background pixels was far greater-but even a few misplaced foreground pixels proved to have a
strong impact on the overall values for precision and recall. Finally, evaluation was performed on the official
test set and a number of different key performance metrics, namely AP and AR were measured.

Table 2 summarizes the final results achieved on the test set. The deeper Net8, Net10 and Netl2
variants, run at = 0.5 consistently increase the detection performance for smaller objects, and also allow
better separation for densely spaced instances, while refinement of instance boundaries contribute with slight
improvement, the final result on the holdout test set achieving AP = 0.925 and AR = 0.948 at threshold 0.5
indicates that the hybrid architecture is robust to satellite image challenges. It allows to identify and estimate
vegetation losses resulting from infrastructure construction, urban sprawl and land use change, such as this
allows to evaluate a construction on its structural health as well as ecological footprint. This study estimates
overall land cover classification accuracy at 98%. The 6-label model provides an overall improvement over
the 3-label configuration and depth continues to improve the detection of objects on an instance-level with
Netl2 providing the best AP and AR values. The perceptions obtained from the various networks form part
of the eco-sensitivity cost surface for the route optimization. Results shown in Table 2 demonstrate that the
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proposed framework integrates semantic image segmentation, GCN-CapsNet-based vegetation detection and
environment-friendly route optimization approaches. The segmentation performed using 6 semantic classes
provides accuracy of above 85% with mean IoU of 0.620 outperforming the 3-class approach. The
GCN-CapsNet architecture with depths 12 resulted in the best performance for AP (0.925) and AR (0.948)
for 0.5 threshold. Overall, the framework successfully attained a land classification accuracy of 98% and
determined efficient road alignments that minimize the impacts on vegetation.

v | B Runan D

sepnet_unet( ir

layers.Input(sha

layers . Conv2D{num

1(input

egnet_unet()

Figure 4. Vegetation-detection routine code

Table 2. Training accuracy matrix for the dataset

Component Metric Result Key observation
Segmentation model (3-label) Accuracy ~83% Slightly lower due to class imbalance
Segmentation model (6-label) Accuracy >85% Improved by better land-cover representation
Segmentation model (6-label) Mean IoU 0.620 Effective pixel-level segmentation
GCN-CapsNet (Net8) AP/AR 0.891/0.912 Good performance at moderate depth
GCN—CapsNet (Net10) AP/AR 0.907/0.931 Better boundaries than Net8
GCN—CapsNet (Netl2) AP/AR 0.925/0.948 Best-performing architecture
Optimal threshold 0=0.5 Best balance Highest precision—recall balance
Proposed framework Classification accuracy 98% Reliable vegetation-loss identification

Routing performance: the four routing systems all ran on an identical benchmark scene from section
3.6 of the test section where start and end points were placed in opposing corners of the map, so that direct
corridors were forced to cross the extensive forested section. Each route was ranked on five quantities: path
geometric length (in steps), path cumulative traversal cost, average sample value for mean NDVI along the
route, a count for the amount of path covered by the high-NDVI/canopy exposure areas (the proportion of the
path segments having NDVI > 0.4) and path average slope. The results are shown in Table 3, it summarizes
the costs are lower for the eco-cost planners because the traditional route ignores vegetation and is scored on
the eco surface only for comparison. Dijkstra and A* return the same optimal path; A* reaches it with fewer
node expansions. Eco-Aware A* and the NSGA-II knee solution trim the route slightly while holding canopy
exposure at zero.
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Table 3. Route-optimization comparison on the eco-sensitivity cost surface

Planner Length (px)  Total cost Mean NDVI  Canopy exp. (%) Mean slope (°)
Traditional (length + slope) 178.3 63.6 0.418 49.0 6.78
Dijkstra (eco cost) 195.3 31.2 0.131 0.0 7.27
A* (eco cost) 1953 31.2 0.131 0.0 7.27
Eco-Aware A* (proposed) 191.9 314 0.129 0.0 7.68
NSGA-II (knee solution) 191.9 314 0.129 0.0 7.68

The comparison makes the vegetation versus feasibility trade-off stark. The conventional planner,
which minimizes just length and slope, sends the corridor straight through the forest belt-with mean NDVI
0.418, roughly half the route lies under canopy cover. But by routing on the composite eco-sensitivity
surface, the path bends away from the forest belt. Mean NDVI for the proposed Eco-Aware A* path falls to
0.129 (a 69% reduction), and the fraction under canopy becomes 0% from 49%, meaning no vegetation cover
over the corridor. Cumulative vegetation exposure is 67% less than in the other scenario. Such an ecological
gain can be achieved for just an 8% increase in the path length and a slight increase in mean slope. Figure 5
overlays the calculated pathways on the NDVI data. There are two main takeaways. First, the environmental
gain comes from the cost surface not the planner-in fact Dijkstra would find exactly the same path, so A* is
chosen merely for efficiency. The second is the notion that Eco-Aware A* with its single tuning weight, and
NSGA-II through providing the full range of trade-offs along the Pareto front offer very flexible trade-off
control. When read alongside the segmentation study, this work also suggests that the framework uses both
physical and ecological factors to evaluate infrastructure corridors and finds less vegetation disturbance in the
proposed routes than typical routes. In Figure 5, the traditional (length + slope) route crosses the dense forest
belt, while the eco-cost planners detour around it along a low-NDVI corridor.

Optimised road corridors over NDVI

0.8

0.6

F 0.4

NDVI

r0.2

=== Traditional (length+slope) r 0.0
Dijkstra (eco cost)
A* (eco cost)
= ECO-Aware A* (proposed)
m— NSGA-II (knee)

Figure 5. Optimized road corridors overlaid on the NDVI raster

The comparison clearly illustrates the trade-off between vegetation and feasibility. The default
planner-which only seeks to minimize length and slope-routes the corridor straight across the forest belt; the
route has an average NDVI of 0.418 and almost half the route runs beneath canopy cover. The route which
uses the composite eco-sensitivity surface as its search priority avoids the forest belt by hugging the
boundary; the average NDVI for this alternative Eco-Aware A* route reduces to 0.129-a reduction of almost
69%, and the exposure to canopy cover reduced from 49-0 to 0%-the route does not go beneath any canopy.
Cumulative vegetation exposure decreases by 67-2%. At the expense of just over 8% additional path length
and a small increase in average slope, significant gains are achieved in reduced impact on vegetation. The
two routes can be seen overlaid on the NDVI raster in Figure 6.
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Figure 6. Optimal road path produced on real segmented imagery, overlaid on the classified land-cover map
for stakeholder interpretation

5. CONCLUSION

The method-combining a hybrid GCN with a CapsNet-successfully identifies buildings, roads,
and transport networks on satellite imagery effectively and robustly. The spatial contextual information
gleaned from the graph contextual learning of the GCN provides context, which combined with the spatial
hierarchies of CapsNets improve object detection of infrastructure components in cluttered urban and
peri-urban areas. Their system performs deep learning for vegetation loss analysis, locating and
quantifying vegetation removal by infrastructure growth, urban sprawl, and land-use change to enable a
structural as well as ecological view of infrastructure. Overall, the system achieved 98% classification
accuracy and provided preliminary evidence of field planning utility in reducing vegetation loss by
guiding road paths. Since the framework is unsupervised, it is readily scalable to the region-size scale and
provides a visual interface that allows stakeholders to study infrastructure condition alongside vegetation
loss. This work advances the field of satellite image processing for robust infrastructure analysis and
informs decision-making in urban planning, environment monitoring and disaster management, aligned
with sustainable development goals (SDG) 11 (sustainable cities), SDG 13 (climate action) and SDG 15
(life on land). Planners derived with Eco-Aware A* and NSGA-II decrease mean NDVI along their
corridors by ~69%, while avoiding areas of high tree cover by no more than a length increase of ~3.7%,
compared to a conventional length-and-slope routed corridor. As it is annotator-free, the method is highly
scalable and has a user-friendly interface that allows users to assess a region’s condition through combined
monitoring of infrastructure and vegetative cover. Several directions look promising. Transformer-based
architectures and multi-temporal deep models could improve long-term vegetation-change detection and
seasonal-trend analysis. The cost surface could grow to take in carbon-footprint estimates, biodiversity
indices, hydrology, and further constructability constraints, giving a fuller picture of environmental
impact, and land-cover masks could replace NDVI as the vegetation term. On the routing side, corridor-
width and grade constraints, real Sentinel-2 and COP-DEM inputs, and extra objectives such as cost and
community impact would push the NSGA-II search closer to field use. Connecting the system to GIS
platforms, IoT ground sensors, and smart-city dashboards would improve real-time monitoring, and
Green-Al practices such as energy-efficient training could cut computational cost without hurting
accuracy. Pursued together, these steps would make the framework a stronger basis for sustainable
infrastructure development and policy-driven planning at regional and national scale.
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