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ABSTRACT

Cyber-physical systems (CPS) are at the core of enabling services in the critical
infrastructures, such as a smart water network, hence the need for effective
anomaly detection to ensure operational safety and security. In this paper proposes
deep water anomaly detection (DeepWAD), a big data-based multiple purpose
anomaly detection tool that leverages deep learning, supports big data, and
internet of things (IoT) data collection and analysis. In a unified processing
pipeline, it estimates and contrasts three kinds of autoencoders, viz adversarial
autoencoder (AAE), variational autoencoder (VAE), and classical autoencoder
(CAE). These models are then applied to a practical water treatment system,
namely the secure water treatment (SWaT) dataset. Using reconstruction errors,
DeepWAD analyzes time-series data generated by IoT sensors in order to discover
anomalies including, for example, equipment malfunctions, sensor errors, and
cyber threats. The framework also demonstrates the performance of various
architectures in terms of data complexity, training consistency, and reconstruction
accuracy. Due to its generality, DeepWAD can also be applied in other CPS
domains such as the energy grid or industrial control systems. It serves as a
decision-support tool to select the most appropriate anomaly detection model
depending on system constraints and detection requirements.
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1. INTRODUCTION
Recently, for the operation of essential infrastructures such as water treatment and distribution networks,

cyber-physical systems (CPS) have been taking increasingly significant roles [1]–[4]. The networks of such
systems are becoming more and more tightly integrated, and sensors-based monitoring, real-time data acquisition,
and automatic control play a very important role [5], [6]. But this added complexity and interconnections also
bring about new challenges, such as security, reliability, and anomaly detection [7], [8].

Modern water systems incorporate internet of things (IoT) technologies to monitor various parameters
such as water flow, pressure, chemical concentration, and operational status [9]. These IoT-enabled
infrastructures generate large volumes of time-series data that require scalable and intelligent processing to
detect abnormal behavior [10], [11]. Anomalies may arise from system faults, sensor malfunctions, or intentional
cyberattacks [12]. Undetected, such anomalies can lead to significant operational disruptions, water quality
degradation, or security breaches [13], [14]. In dynamic and data-rich situations, traditional anomaly detection
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techniques that rely on rule-based systems or basic statistical thresholds frequently fail. In contrast, deep learning
approaches, particularly those based on autoencoder (AE) architectures, offer a promising solution [15], [16].
These models are capable of learning complex patterns from normal operating data and identifying deviations
without requiring labeled anomaly data [17].

Detecting anomalies in CPS has emerged as a vital research focus due to the growing dependence on
automated and interconnected systems, such as those used in water treatment, energy distribution, and industrial
control mechanisms. Historically, anomaly detection has depended on rule-based techniques, thresholding, and
statistical methods [18], [19]. Although these strategies provide ease of use, they frequently fall short in terms
of flexibility and scalability necessary for contemporary CPS, particularly when managing high-dimensional,
real-time sensor data. With the introduction of IoT technologies in CPS, the amount and diversity of data
collected have surged, necessitating the development of intelligent, data-driven approaches [20], [21]. Machine
learning methods, especially deep learning models, have garnered interest for their capacity to capture intricate
nonlinear patterns in time-series data without the need for labeled anomaly examples [22].

AE have been commonly utilized in this domain, particularly for unsupervised anomaly detection.
Adversarial autoencoder (AAE) is a neural network designed to recreate its input. When trained on data
representative of normal operations, it aims to reduce reconstruction errors for expected behaviors [23], [24].
Consequently, high reconstruction errors from new inputs could signify anomalies. Classical autoencoder
(CAE) have demonstrated encouraging performance in industrial settings, including manufacturing systems,
smart buildings, and supervisory control and data acquisition (SCADA) networks. To enhance generalization
and resilience, variational autoencoder (VAE) brings a probabilistic latent space into the equation [21]. VAEs
are better equipped to manage uncertainty and demonstrate greater robustness to data variations, which is
especially advantageous in the dynamic environments of CPS. AAE builds on the CAE concept by adding a
generative adversarial component that helps to regularize the latent space [22]. This aids the model in learning
more organized representations, potentially increasing the distinction between normal and abnormal patterns.
Techniques based on AAEs have been implemented in network intrusion detection and industrial quality control,
yielding promising outcomes. The secure water treatment (SWaT) dataset is widely recognized as a standard
benchmark for assessing anomaly detection techniques in CPS. It replicates a water treatment procedure and
features labeled attack scenarios, making it particularly suitable for verifying unsupervised models [22], [23].
Previous studies employing the SWaT dataset have concentrated on specific model types, yet few have provided
systematic evaluations across various AE architectures within a unified experimental framework. This study
aims to fill that void by performing a comparative analysis of CAE, VAE, and AAE models within the framework
of IoT-enabled CPS, utilizing consistent evaluation metrics and processing protocols to evaluate their relative
efficacy in identifying anomalies [25].

In this context, this study propose deep water anomaly detection (DeepWAD), a modular and
comparative framework for unsupervised anomaly detection. DeepWAD integrates real-time IoT data acquisition,
big data preprocessing, and deep learning through three types of AE models: CAE, VAE, and AAE. Rather than
combining the outputs of these models, DeepWAD evaluates them independently to identify the most suitable
architecture for CPS anomaly detection based on detection accuracy, robustness, and training efficiency. Using
the SWaT dataset, the framework is verified, a widely used benchmark that simulates real-world operations of
a water treatment plant. By applying and comparing the three models within a consistent processing pipeline,
DeepWAD contributes valuable insights for practitioners seeking to enhance anomaly detection capabilities in
CPS environments.

The rest of the paper is organized as follows. Section 1 provides the introduction and related works
by reviewing the most recent literature on the use of AEs for CPS anomaly detection. Section 2 provides a
detailed presentation of the methodology, where the system architecture, CAE, VAE, and AAE models are
employed, and the data processing pipeline is presented. Section 3 describes results and discussion, canvassing
model performance in terms of reconstruction loss, anomaly scoring, and receiver operating characteristic (ROC)
curves. Finally, section 4 concludes the study, summarizing key findings and identifying directions for future
research and real-world deployment of the DeepWAD framework.

2. METHOD
This section outlines the method used for identifying anomalies in a smart water treatment system

by employing deep learning techniques and data from IoT sensors. The suggested framework, named
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DeepWAD, as shown in Figure 1 consists of four main components: i) gathering data from the SWaT system,
ii) data preprocessing and feature transformation, iii) training three different AE models (CAE, VAE, and AAE),
and iv) evaluation and detection through reconstruction error analysis.

Figure 1. DeepWAD framework

Each phase is designed to replicate a realistic industrial setting where training is conducted exclusively
on normal operational data. The DeepWAD framework facilitates comprehensive anomaly detection within a
CPS environment that utilizes IoT technology. It comprises several components: data gathering layer, where
real-time sensor data is collected from the SWaT system, monitoring factors like flow rates, tank levels, pump
operations, and chemical concentrations; data processing layer, where incoming data is cleaned, normalized,
and segmented into time windows using a sliding window technique, preserving temporal patterns for sequence
modeling; model layer, where each of the three AEs (CAE, VAE, and AAE) is trained independently on
the processed data. This modular design allows DeepWAD to evaluate the performance of each architecture
individually, and the detection layer, where anomalies are detected by evaluating the reconstruction error during
testing. Thresholds are used to flag abnormal windows, enabling real-time anomaly identification in the smart
water treatment context.

The SWaT dataset, which contains 11 days of time-series data from sensors and actuators in a simulated
water treatment plant, is used as the foundation for training and testing. The first 7 days contain only normal
behavior and are used for training, while the remaining 4 days include multiple types of attack scenarios and
serve as the test set. To prepare the data for input to the deep learning models, the following preprocessing steps
are applied as summarized in Table 1.

Table 1. Data preprocessing steps applied to the SWaT dataset
Step Description

Data cleaning Remove missing values and corrupted sensor readings
Feature normalization Apply min-max scaling to bring all features to a [0, 1] range
Time windowing Segment the continuous time-series into overlapping windows (e.g., 100 steps)
Label assignment Labels (normal/attack) are added only for evaluation, not for training

Each AE models (CAE, VAE, and AAE) is trained independently using only the normal part of the
SWaT dataset. The models are optimized using the Adam optimizer over 25 epochs, with mean squared error
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(MSE) as the primary reconstruction loss. The training process aims to minimize this reconstruction loss for
normal sequences. During inference, each time series segment is passed through the trained model. Anomaly
scores are computed based on reconstruction error, and a threshold is applied to classify the segment as normal
or anomalous. The complete procedure is outlined in Algorithm 1.

Algorithm 1: Training and inference procedure for anomaly detection
Require: Normal training data Xtrain, test data Xtest, window size w

Ensure: Anomaly score vector S
1: Preprocessing:
2: Normalize features in Xtrain and Xtest
3: Segment Xtrain into windows of size w
4: Model training:
5: for epoch = 1 to N do
6: Feed training windows into the AE
7: Compute reconstruction loss L = ‖x− x̂‖2
8: Backpropagate and update weights
9: end for

10: Anomaly detection:
11: Segment Xtest into windows
12: for each test window x do
13: Reconstruct x̂ using trained model
14: Compute anomaly score s = ‖x− x̂‖2
15: Append s to S
16: end for
17: return S

Each AE model’s performance is evaluated using a number of quantitative metrics. The model’s
capacity to differentiate between normal and anomalous windows is measured by the area under the curve
(AUC), which is the most significant. The classification performance is further assessed using precision, recall,
and F1-score following the application of a decision threshold. To determine the ideal threshold that optimizes
the F1-score, a grid search is performed on the validation set. This threshold is then applied to the anomaly scores
of the test data for final classification. The threshold-based classification process is outlined in Algorithm 2.

Algorithm 2: Threshold-based anomaly classification
Require: Anomaly score vector S, Ground truth labels Y , Threshold search space T

Ensure: Classification labels Ŷ , Optimal threshold t∗

1: Initialize best F1-score F1∗ = 0
2: for each threshold t in T do
3: Assign predicted label ŷi = 1 if si > t, else 0
4: Compute precision, recall, F1-score
5: if F1-score > F1∗ then
6: Update F1∗ ← F1-score
7: Update t∗ ← t

8: end if
9: end for

10: Final Classification:
11: for each si in S do
12: ŷi = 1 if si > t∗, else 0
13: end for
14: return Ŷ , t∗

3. RESULTS AND DISCUSSION
This section presents the experimental results obtained from applying the proposed DeepWAD

framework to the SWaT dataset for anomaly detection. The evaluation focuses on three AEs-based CAE,
VAE, and AAE which are assessed based on their training dynamics, reconstruction accuracy, anomaly scoring
behavior, and classification effectiveness. Each model was trained exclusively on normal operational data for
25 epochs, and their training and validation loss curves were analyzed to understand convergence patterns and
stability. Figure 2 presents the training and validation loss curves of the three evaluated architectures. As shown
in Figure 2(a), the CAE achieved rapid and stable convergence with minimal signs of overfitting, indicating
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efficient learning of normal patterns. The VAE as shown in Figure 2(b), due to its stochastic latent representation,
exhibited moderate variability during training, while the AAE as shown in Figure 2(c) encountered instability
stemming from adversarial interactions between its encoder and discriminator components.

(a)

(b)

(c)

Figure 2. Training and validation loss curves for: (a) CAE, (b) VAE, and (c) AAE

To further evaluate model performance, anomaly scores were computed using the mean squared
reconstruction error across the test dataset. Figure 3 illustrates the distribution of these scores, revealing that
CAE provided a clear separation between normal and anomalous samples, with tightly clustered normal scores
and a broader spread for attack data. The VAE benefited from its latent variability, producing a smoother and
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more distinguishable distribution, whereas the AAE generated noisier and less distinct score patterns. Figure 3
presents the anomaly-score distributions obtained from the reconstruction errors. Figure 3(a) corresponds to the
CAE model, Figure 3(b) corresponds to the VAE model, and Figure 3(c) correspond to the AAE model.

(a)

(b)

(c)

Figure 3. Anomaly score distributions based on reconstruction error for: (a) CAE, (b) VAE, and (c) AAE
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Lastly, the models’ classification capabilities were assessed through ROC curves and their corresponding
AUC values, as depicted in Figure 4 and summarized in Table 2. These metrics quantitatively reflect each
model’s ability to discriminate between normal and anomalous data, providing a comprehensive comparison of
their detection effectiveness within the DeepWAD framework. ROC curves used to assess performance of the
anomaly detection for each AE architecture of the three models are illustrated in Figure 4.

Specifically, Figure 4(a) corresponds to the CAE, Figure 4 (b) to the VAE, and Figure 4(c) to the AAE.
These curves enable a direct visual comparison of the trade-off between true positive rate and false positive
rate across the different architectures. Such comparison facilitates the assessment of relative anomaly detection
performance among the three models.

Table 2. AUC scores for each AE model evaluated within the DeepWAD framework
Model AUC score
CAE 0.787
VAE 0.791
AAE 0.782

(a) (b)

(c)

Figure 4. ROC curves illustrating anomaly detection performance for: (a) CAE, (b) VAE, and (c) AAE

Table 3 summarizes the key characteristics and observations for each AE model based on performance,
stability, and suitability. The obtained results are consistent with previous studies on reconstruction-based
anomaly detection in CPS. Similar to the findings reported by Malhotra et al. [16] and Fährmann et al. [22],
AE-based models demonstrate strong capability in learning normal operational behavior without requiring
labeled attack data. The proposed DeepWAD framework achieves competitive AUC scores while maintaining a
computationally efficient architecture, making it suitable for real-time CPS deployment.
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Table 3. Comparative summary of AE models used in the DeepWAD framework
Criteria CAE VAE AAE

Training stability High Moderate Low (adversarial dynamics)
Convergence speed Fast Moderate Slower
Detection accuracy (AUC) 0.787 0.791 0.782
Generalization Moderate High High
Robustness to noise Moderate High Variable
Interpretability Easy Medium Low
Computational cost Low Medium High
Best use case Real-time, resource-constrained

environments
Complex, dynamic systems Structured anomaly detection,

feature-rich data

4. CONCLUSION
This work introduced a deep learning approach, DeepWAD, for anomaly detection in cyber-physical

infrastructure systems in the water treatment domain. Three AEs (CAE, VAE, and AAE) are applied on time
series sensor data for operational anomaly detection. The framework was evaluated on the SWaT dataset, and
results indicated that all considered models can accurately detect anomalies, and VAE achieves a good trade-off
between detection and robustness. While the CAE showed its robust convergence and efficiency, VAE achieved
the best effectiveness in anomaly discrimination via its probabilistic property, and AAE had to be carefully tuned.
The core detection engine was chosen to be the VAE model. DeepWAD is also modular, and other variants
of AE can be used, depending on specific requirements. This work will address real-time deployment, be it
latency and scalability optimization, or hybrid models/attention augmentation, as future work to further refine
the detection accuracy.
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