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The rapid expansion of transportation infrastructure in Vietnam has introduced
new challenges in road maintenance, particularly in detecting and managing
surface defects. Early identification and precise localization of these defects
are essential to ensuring traffic safety and optimizing maintenance operations.
To address these issues, this study proposes a U-Net-based deep learning
model integrated with an internet of things (IoT) architecture for real-time road
surface defect detection and monitoring. The proposed system operates on an
embedded Raspberry Pi platform equipped with a camera, global positioning
system (GPS) module, and auditory alert unit, enabling on-device inference
with minimal latency. A mobile web application is also developed to visualize
detected defects, record their geolocations, and support road authorities in
timely maintenance planning. Experimental results on the pothole dataset
demonstrate a training accuracy of 97.7%, while the model achieves a test
accuracy of 89.49% on unseen data, confirming the robustness of the model
under various environmental conditions. Unlike previous studies focusing solely
on image-based detection, this work introduces a fully integrated IoT-driven
ecosystem that bridges deep learning, embedded computing, and cloud-based
visualization—enhancing automation, scalability, and real-time responsiveness
in intelligent transportation systems.
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1. INTRODUCTION

Road surface defect analysis is a fundamental component of transportation infrastructure management,
as undetected or poorly assessed defects can significantly compromise traffic safety and increase maintenance
costs. Conventional inspection methods, which mainly rely on manual surveys or vehicle-mounted visual
inspections, are often labor-intensive, time-consuming, and highly dependent on human experience, making
them difficult to scale for large and complex road networks. Consequently, automated vision-based approaches
have attracted increasing attention, particularly with the rapid advancement of deep learning techniques.

Despite recent progress, road surface analysis remains a challenging task due to the irregular
geometry of defects, complex pavement textures, and varying environmental conditions such as illumination
changes, shadows, and weather effects [[L], [2]. In addition, recent studies have shown that real-world
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deployment scenarios introduce further challenges related to data diversity, robustness, and generalization
capability [3]], [4]. These challenges highlight the need for more reliable and scalable segmentation frameworks
capable of supporting practical road infrastructure monitoring systems.

In recent years, object detection—based deep learning models have been widely adopted for pothole and
road damage detection. Approaches based on single-stage detectors, such as the you only look once (YOLO)
family, have shown strong real-time performance and satisfactory detection accuracy, making them suitable for
deployment in intelligent transportation systems and large-scale monitoring scenarios [Sl]—[7]. Region-based
detectors and hybrid frameworks have also been explored to improve robustness under challenging
conditions [8]. Despite these advantages, detection-oriented models typically represent defects using bounding
boxes, which only provide coarse localization and fail to capture the exact shape and spatial extent of damaged
regions. This limitation restricts their usefulness in applications that require precise defect quantification, such
as severity estimation and maintenance prioritization.

Semantic segmentation offers a more detailed representation by assigning class labels at the pixel
level, enabling accurate delineation of defect boundaries. This fine-grained characterization is particularly
important for road surface analysis, where defects often exhibit irregular shapes and gradual transitions with
the surrounding pavement. Among segmentation architectures, U-Net has emerged as a widely adopted and
effective model due to its symmetric encoder—decoder structure and skip connections, which allow the network
to preserve spatial information while learning high-level semantic features [9]. Originally introduced for
biomedical image segmentation, U-Net has since been successfully adapted to various surface defect and
pavement crack segmentation tasks, demonstrating robustness across different imaging conditions [[LO]—[12]].

Several recent studies have explored enhanced U-Net variants and hybrid segmentation models
for road-related applications, incorporating residual connections, multi-scale feature fusion, or attention
mechanisms to improve segmentation accuracy [11], [13]. These works highlight the suitability of
segmentation-based approaches for capturing complex defect patterns that are difficult to represent
using bounding boxes alone. At the same time, lightweight U-Net configurations remain computationally
feasible for deployment on embedded and edge devices, which is a key requirement for real-time road
monitoring systems [10].

Despite the growing literature on road defect detection and segmentation, existing studies generally
follow two distinct directions. Detection-based approaches primarily emphasize real-time performance but
often provide limited geometric detail, whereas segmentation-based methods tend to focus on accuracy
evaluation under controlled or offline conditions, without sufficient consideration of system-level integration.
In particular, the comparative advantages of U-Net-based segmentation over YOLO-style detection models in
practical, internet of things (IoT)-enabled road monitoring scenarios remain insufficiently explored.

Moreover, only a limited number of studies have investigated how pixel-level segmentation can be
effectively integrated with embedded hardware and location-aware monitoring systems to support real-world
infrastructure maintenance. Recent research has demonstrated that deep learning—based road damage
analysis models can achieve robust performance under challenging environmental conditions while remaining
computationally efficient for deployment on mobile and edge devices [14], [15]. In addition, large - scale
road damage datasets and practical inspection frameworks have shown strong potential for improving model
generalization across multiple categories of pavement defects, further highlighting the applicability of deep
learning — based approaches beyond isolated experimental settings [[16], [[L7].

To address this research gap, the present study investigates the application of the U-Net architecture for
pothole segmentation within an loT-based real-time monitoring framework. By emphasizing pixel - level defect
localization rather than bounding - box detection, the proposed approach aims to provide more informative
representations of road surface damage while maintaining practical deployability on edge devices. This
integration contributes to intelligent transportation infrastructure by supporting accurate defect assessment,
real-time monitoring, and data-driven maintenance decision-making.

2. METHOD
2.1. U-Net model

This study adopt the U-Net architecture for image segmentation, as illustrated in Figure 1. The model
follows a symmetric encoder—decoder design that enables effective learning of both spatial structures and
semantic representations from input images [[18]. At the bottleneck layer, high-level semantic features are
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learned, which play a crucial role in distinguishing complex structures within the image. During decoding,
spatial resolution is progressively restored through up-convolution operations, while skip connections are
employed to preserve fine-grained spatial information from earlier layers. This design helps maintain structural
consistency and improves boundary localization in the final segmentation results.
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Figure 1. The overall architecture of the U-Net model [[18]

Due to its balanced combination of representation capacity and structural efficiency, the U-Net
architecture has been widely adopted in various segmentation tasks, particularly in road surface and pothole
detection. Recent studies have shown that enhanced variants of U-Net can further improve segmentation
robustness through adaptive training strategies and refined feature fusion mechanisms [19], [20]. In addition,
hybrid architectures integrating transformer-based global context modeling have demonstrated strong capability
in handling complex visual patterns encountered in real-world scenarios [21]]. Overall, U-Net remains a reliable
and effective backbone for accurate pixel-level segmentation in practical applications [9].

2.1.1. Encoder

The encoder is responsible for learning hierarchical feature representations by progressively extracting
spatial and semantic information from the input image. It consists of repeated blocks of two convolutional
layers with 3 x 3 kernels, each followed by a rectified linear unit (ReLU) activation function, and a 2 x 2
max-pooling operation with a stride of 2. This hierarchical downsampling process gradually reduces the
spatial resolution of feature maps while simultaneously increasing their depth, allowing the network to capture
increasingly abstract and discriminative features. Such a design has been proven effective for preserving
contextual information while enhancing feature representation in semantic segmentation tasks [9], [LO].

2.1.2. Decoder

The decoder aims to recover spatial information through transposed convolutional layers, also referred
to as upsampling layers. After each upsampling step, the feature maps from the decoder are concatenated with
the corresponding feature maps from the encoder via skip connections. This mechanism allows the model
to combine low-level information (e.g., position, boundaries) with high-level semantic information, thereby
enhancing segmentation quality, particularly around object edges. Finally, the output of the model is generated
by a 1 x 1 convolutional layer with either a sigmoid or softmax activation function (depending on the number
of segmentation classes), producing a pixel-wise probability distribution map over the input image. Figure []
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illustrates the overall architecture of the proposed segmentation framework, including the encoder—decoder
structure and skip connection mechanism used for feature fusion.

Figure 2] illustrates the overall workflow of the proposed segmentation framework. The process begins
with the input RGB image, which is first subjected to data preprocessing to ensure consistent representation.
The processed data are then fed into the U-Net architecture, where hierarchical features are extracted through
the encoder, refined at the bottleneck, and reconstructed by the decoder using skip connections. Finally, the
model produces a pixel-wise segmentation mask that highlights road surface defects.
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Figure 2. Workflow of the proposed segmentation framework

3. DATASET AND HYPERPARAMETERS

The dataset used in this study is the pothole image segmentation dataset, collected from Roboflow. It
consists of a total of 780 annotated images, formatted according to the YOLOVS specification for the tasks of
pothole detection and segmentation. The images underwent preprocessing and data augmentation procedures to
optimize the training of the models. Figures [3|and []illustrate examples of the dataset, where Figure 3| presents
sample raw images and Figure [d] shows the corresponding labeled annotations.

To improve model robustness and generalization capability, several data augmentation techniques
were applied during the training process. These augmentations included horizontal flipping, random rotation,
brightness and contrast adjustment, Gaussian blur and noise injection, as well as random zooming and spatial
shifting operations. Such transformations increase the diversity of training samples and can improve the
robustness of deep learning models to variations in road appearance and imaging conditions [6].

Figure 3. Sample images from the pothole dataset under different road conditions
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Figure 4. Ground-truth segmentation masks corresponding to the input images, used for training and
evaluating the segmentation model

The annotation files in the pothole image segmentation dataset strictly follow the YOLO labeling
format, which is widely adopted for object detection and segmentation tasks. Each annotation corresponds
to a single object instance and is represented by a five-element vector consisting of the class identifier, the
normalized x- and y-coordinates of the bounding box center, and the normalized width and height of the
bounding box. All spatial coordinates are normalized to the range [0, 1] with respect to the original image
dimensions, ensuring scale invariance and robustness across images with varying resolutions.

In this dataset, the class_id value of O represents the pothole category, reflecting its single-class
segmentation nature. The x_center and y_center values indicate the relative location of the object centroid, while
the width and height parameters describe the spatial extent of the bounding box. This normalized representation
enables efficient learning and stable convergence during training, as commonly adopted in modern object
detection and segmentation frameworks [22], [23]].

For instance, an annotation entry such as 0 0.89777 0.43083 0.97954 0.40909 indicates a pothole
instance whose bounding box center is located at approximately 89.8% of the image width and 43.1% of
the image height, with the bounding box spanning approximately 97.9% of the image width and 40.9% of the
image height. This concise yet expressive representation facilitates efficient data parsing and enables consistent
training and evaluation across large-scale datasets. Figure []illustrates the labeled data associated with each
image, stored in .txt files. Each file contains a list of polygon coordinates used to generate masks for the
segmentation task.

The objective of this study is to evaluate the performance of the U-Net model in pothole segmentation
based on input images and their corresponding labels. To enhance the efficiency of model training, several
preprocessing techniques were applied:

i) Color space conversion: images were converted to the RGB color space, while masks were transformed
into grayscale images.

ii) Mask handling: if an image did not have an associated mask, the system automatically generated an empty
mask (all pixel values set to 0).

iii) Resizing: both images and masks were resized to a standard dimension of 224 x 224 pixels.

iv) Data normalization: pixel values of both images and masks were scaled to the range [0, 1] to optimize the
training process.

v) Batch creation: images and masks were grouped into batches of a fixed size to improve training efficiency.

vi) Data shuffling: after each epoch, the dataset was shuffled to prevent overfitting and to promote better
generalization of the model.

vii) Dataset splitting: the dataset was partitioned into 80% for the training set and 20% for the validation set,
allowing for performance evaluation and detection of potential overfitting.

Those preprocessing steps enable the model to learn effectively from the data and enhance its ability
to accurately detect potholes. During the deep learning model training process, the input data is not fed into the
model all at once but is instead divided into smaller subsets called mini-batches. This partitioning allows the
model to update its weights efficiently, reduces memory computation costs, and accelerates convergence during
training. The size of each mini-batch, known as the batch size, determines the number of samples processed in
each training iteration. Assuming the training dataset consists of a total of A samples and the batch size is set
to IV, the number of iterations required to complete one full pass over the dataset (i.e., one epoch) is calculated
according to (T).

(D

Number of iterations per epoch = N
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To provide a clearer understanding of the network configuration and feature transformation
process, Table [T] summarizes the detailed architecture of the proposed U-Net model. The table presents
the encoder—decoder structure, including convolutional layers, pooling and upsampling operations, skip
connections, output feature dimensions, and trainable parameters. This detailed representation helps illustrate
how spatial and semantic information is progressively extracted, preserved, and reconstructed throughout the
segmentation network.

Table 1. Detailed architecture of the proposed U-Net model

Stage  Layer (type) Output shape Parameters ~ Connected to
Input Layer
1 InputLayer 256 x 256 x 3 0 -
Encoder (downsampling path)
2 Conv2D + ReLU 256 x 256 x 128 3,584 InputLayer
3 Conv2D + ReLU 256 x 256 x 128 147,584 Conv2D_8
4 MaxPooling2D 128 x 128 x 128 0 Conv2D_9
5 Dropout 128 x 128 x 128 0 MaxPooling2D_3
6 Conv2D + ReLU 128 x 128 x 256 295,168 Dropout_3
7 Conv2D + ReLU 128 x 128 x 256 590,080 Conv2D_10
8 MaxPooling2D 64 x 64 x 256 0 Conv2D_11
9 Dropout 64 x 64 x 256 0 MaxPooling2D_4
10 Conv2D + ReLU 64 x 64 x 512 1,180,160 Dropout_4
11 Conv2D + ReLU 64 x 64 x 512 2,359,808 Conv2D_12
12 MaxPooling2D 32 x 32 x 512 0 Conv2D_13
13 Dropout 32 x 32 x 512 0 MaxPooling2D_5
Bottleneck layer
14 Conv2D + ReLU 32 x 32 x 512 2,359,808 Dropout_5
15 Conv2D + ReLU 32 x 32 x 512 2,359,808 Conv2D_14
Decoder (upsampling path)
16 Conv2DTranspose 64 X 64 X 256 1,179,904 Conv2D_15
17 Concatenate 64 x 64 x 768 0 Skip Connection
18 Dropout 64 x 64 x 768 0 Concatenate
19 Conv2D + ReLU 64 x 64 x 256 1,769,728 Dropout_6
20 Conv2D + ReLU 64 x 64 x 256 590,080 Conv2D_16
21 Conv2DTranspose 128 x 128 x 128 295,040 Conv2D_17
22 Concatenate 128 x 128 x 384 0 Skip Connection
23 Dropout 128 x 128 x 384 0 Concatenate_1
24 Conv2D + ReLU 128 x 128 x 128 442,496 Dropout_7
25 Conv2D + ReLU 128 x 128 x 128 147,584 Conv2D_18
26 Conv2DTranspose 256 X 256 X 64 73,792 Conv2D_19
27 Concatenate 256 x 256 x 192 0 Skip Connection
28 Dropout 256 x 256 x 192 0 Concatenate_2
29 Conv2D + ReLU 256 x 256 x 64 110,656 Dropout_8
30 Conv2D + ReLU 256 x 256 x 64 36,928 Conv2D_20
31 Conv2D (Output) 256 X 256 x 2 130 Conv2D_21

The hyperparameters adjusted for the proposed U-Net model are: i) batch size: 16, ii) epochs: 100,
iii) learning rate: 0.0001, iv) validation split: 20% of the training set, v) patience: 10 (training stops if no
improvement is observed after 10 consecutive epochs), vi) mode: accuracy (model performance is evaluated
based on the accuracy metric, which will be discussed in the results and discussion section), and vii) min_delta:
0.005 (smallest improvement between epochs to reset the patience counter). The training configuration for
the proposed U-Net model was carefully designed to achieve stable convergence and robust segmentation
performance for pothole detection. A batch size of 16 was selected to balance graphics processing unit
(GPU) memory efficiency and the preservation of fine-grained spatial information during feature learning. The
model was trained for 100 epochs to ensure sufficient learning capacity while mitigating overfitting through an
early stopping strategy with a patience value of 10 epochs and a minimum improvement threshold (min_delta)
of 0.005.

In this study, sparse categorical crossentropy (SCC) was employed as the primary loss function
for multi-class semantic segmentation. SCC is widely adopted in deep learning-based segmentation tasks
because it efficiently handles integer-encoded class labels without requiring one-hot encoding, thereby
reducing memory consumption and computational complexity. In addition, cross-entropy—based loss functions
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have demonstrated strong optimization capability and stable gradient propagation in semantic segmentation
frameworks [24], [25]. Compared with conventional categorical cross-entropy, SCC is particularly suitable
for dense pixel-wise classification problems where each pixel belongs to a single semantic category. The
mathematical formulation of SCC is expressed in (2).

N
1
Lscc = N E log (p”h) (2)
i=1

Where N denotes the total number of pixels, y; represents the ground-truth class label of pixel 4, and p; 4,
denotes the predicted probability corresponding to the correct class label.

Given an input sample, let z = (21, 22,...,2¢) denote the unnormalized logits produced by the
model, where C is the total number of classes. The true label for the sample is represented by an integer
y € {1,2,...,C}. First, the softmax function is applied to transform logits into a probability distribution over
classes as in (3).

pj = ) g j—12....C 3)

- exp(zr)

Where p; denotes the predicted probability for class j.
The standard categorical crossentropy loss for a single sample is then defined as (4).

c
L=-Y y;log(p)) )
j=1
Where y; is the one-hot encoding of the ground-truth class label. However, in SCC, the true label is an integer
index, and the loss simplifies
as in (5).
L = —log(py) ®)

Substituting the softmax definition from (3 into (3)), the SCC loss can be explicitly written in terms of logits as
in (6).

c
L=—-lo exp(zy)> =—z,+1o ( exp(z ) 6
g (ch_lexp(Zk) +log D exp(zr) (©6)

k=1

Thus, in practice, modern deep learning frameworks implement SCC directly on logits without explicitly
computing the softmax probabilities, utilizing the numerically stable formulation in (6). This avoids redundant
computation and improves numerical stability, particularly when logits have large magnitudes.

Although the selected configuration may not represent an absolutely optimal setup for all tasks,
the hyperparameters used in this study were fine-tuned based on practical experience with the objective of
balancing accuracy and training efficiency. These settings contribute to enhancing the model’s generalization
ability across varying environmental conditions and datasets. For future work, hyperparameter optimization
techniques such as grid search or random search could be employed to further improve performance and better
adapt to specific datasets by discovering more effective combinations of training parameters.

4. RESULTS AND DISCUSSION

To evaluate the performance of the proposed U-Net segmentation model, the accuracy metric is
employed as the primary evaluation criterion. Accuracy is a widely used indicator in classification and
segmentation tasks, reflecting the proportion of correctly classified pixels over the total number of pixels in
the output image. A higher accuracy value indicates that the model can more precisely predict the location and
boundaries of the target objects to be segmented. The formula for calculating accuracy is presented in (7).

Ziﬁw“‘(yi =17)

Accuracy = T W

(7
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Where y; denotes the model’s predicted label at pixel 4, y; is the ground-truth label at pixel i, H x W represents
the height and width of the image (i.e., the total number of pixels), and ¥ (§; = y;) is the indicator function,
which equals 1 if the prediction is correct and O otherwise.

The training process over 100 epochs is illustrated in Figure [5] Figure 5(a) presents the evolution
of the accuracy metric for both the training and validation datasets, while Figure 5(b) depicts the corresponding
loss values across epochs for the training and validation datasets. Table [2] summarizes the quantitative
performance of the proposed model across different evaluation metrics. The results demonstrate that the
segmentation framework achieves high accuracy and robust generalization under varying road conditions. In
particular, the proposed architecture provides improved boundary segmentation performance compared with
baseline approaches.

—— Training Accuracy
Validation Accuracy

0.975

0.950 4

0.925 A

o

©

=3

S]
|

Accuracy

o
©
J
a
=
Z
p

0.850 1

0.825 A /

0.800 A

0 20 40 60 80
Epoch

(a)

0.5 —— Training Loss
\ Validation Loss

0.4

0.3 1

Loss

0.2 1

0.1

0.0 -

0 20 40 60 80
Epoch

(b)

Figure 5. Training and validation results: (a) accuracy and (b) loss

Table 2. Results after training the U-Net model
Dataset Loss Accuracy
Training set 0.0284 0.9770
Validation set ~ 0.2982 0.9267
Testing set 0.4629 0.8949
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Figure[f] presents the qualitative segmentation results produced by the proposed model under different
road surface conditions. Figure [f[a) shows examples of successful crack segmentation under normal lighting
environments. Figure [[b) illustrates segmentation performance in more challenging scenarios with shadows,
uneven illumination, or complex pavement textures.

(a) (b)

Figure 6. Results from the trained model: (a) original image and (b) predicted segmentation mask

Table [3] presents a comparative evaluation of the proposed U-Net framework with several
state-of-the-art semantic segmentation models for pothole and pavement defect analysis. The comparison
focuses on the loss functions, final loss values, and test accuracy obtained from different segmentation
approaches. Experimental results show that SegFormer-B0 achieved the highest test accuracy of 90.1%, while
the proposed U-Net obtained a competitive accuracy of 89.5% with the lowest final loss value of 0.23 among
the evaluated deep learning models. In contrast, DeepLabV3+ achieved a slightly lower accuracy of 88.9% and
a higher final loss of 0.2569, indicating less stable convergence during training. These findings demonstrate
that the proposed U-Net provides a balanced trade-off between segmentation accuracy and optimization
stability. Furthermore, the proposed U-Net achieved a test accuracy of 89.5%, which is comparable to
the results reported for other segmentation architectures, including U-Net, regression-segmentation network
(RS-Net), and MultiResUNet. It should also be noted that differences in datasets, loss functions, and evaluation
protocols across studies may affect direct numerical comparison.

Table 3. Comparison of loss and accuracy for pothole segmentation models

Model Dataset Loss function Final loss Test accuracy (%)
Proposed U-Net Roboflow pothole  Sparse categorical cross-entropy 0.23 89.5
DeepLabV3+ Roboflow pothole  Sparse categorical cross-entropy 0.2569 88.9
SegFormer-BO Roboflow pothole  Sparse categorical cross-entropy 0.232 90.1
U-Net [12] Pavement crack Cross-entropy Not reported 87.3
RS-Net [11] Pavement defect Binary cross-entropy + Dice 0.28 88.1
MultiResUNet Surface defect Dice loss Not reported 86.5

Through the experimental results, it can be observed that all evaluated segmentation models were
capable of identifying pothole regions under realistic road surface conditions. Figure[6{a) illustrates the original
road image containing potholes of varying shapes and sizes, while Figure [6{b) presents the corresponding
segmentation masks generated by the trained model. The segmented regions successfully highlight damaged
road areas using distinctive colors, demonstrating the ability of deep learning—based segmentation architectures
to extract meaningful spatial and contextual features from complex road scenes.

However, the qualitative results also reveal several limitations. Certain pothole boundaries
were partially misclassified or affected by minor segmentation noise, particularly in regions with unclear
visual characteristics, shadows, or distant damaged areas located far from the image center. Although
transformer-based models such as SegFormer-B0 achieved superior quantitative performance, the proposed
U-Net framework still demonstrated promising applicability for pothole segmentation while maintaining
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a relatively lightweight architecture and stable optimization behavior. These findings provide a useful
foundation for future development of automated road monitoring and maintenance systems, particularly in
smart transportation and intelligent infrastructure management applications.

5. CONCLUSION

This study examined the effectiveness of the U-Net architecture for pothole segmentation within an
IoT-enabled real-time road monitoring framework. Experimental results demonstrate that the proposed model
is capable of accurately delineating road surface defects, achieving a segmentation accuracy of approximately
89.49% on unseen test data, which indicates a good level of generalization under realistic conditions. By
focusing on pixel-level segmentation rather than bounding-box detection, the proposed approach provides
a more detailed representation of defect shapes and spatial extents, which is essential for assessing defect
severity and supporting informed maintenance decisions. Moreover, the integration of the U-Net model
with embedded hardware and location-aware monitoring highlights the practical applicability of the proposed
system in intelligent transportation infrastructure, enabling timely detection and visualization of road surface
damage. Future research will extend this work by evaluating the proposed framework on larger and more
diverse datasets, incorporating additional segmentation metrics such as intersection over union (IoU) and Dice
coefficient, and further optimizing the system for real-time deployment in large-scale road networks.
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