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The rapid proliferation of unmanned aerial vehicles (UAVs) in civilian,
industrial, and military domains has intensified challenges related to airspace
security, particularly in restricted and sensitive areas. Unauthorized drone
operations pose risks including illegal surveillance, disruption of air traffic,
and threats to critical infrastructure. This research proposes a lightweight,
web-based real-time drone detection framework utilizing a convolutional
neural network (CNN) integrated with a fast application programming
interface (FastAPI) server to support continuous visual surveillance. The
system is trained and evaluated using a custom dataset of 23,118 annotated
drone images, enhanced through data augmentation to improve robustness
under varying environmental conditions. Experimental results demonstrate
real-time inference performance of 20-25 frames per second across multiple
camera resolutions, including 1080p, 2K, and digital single-lens reflex
(DSLR) Canon 600D. Detection accuracy varies between 53% and 74%,
revealing a strong dependency on illumination and imaging conditions, with
optimal performance achieved under high illumination levels (45,000 lux).
Performance degradation is observed in low-light environments, particularly
for DSLR-based detection. The proposed system enables live video
streaming and static image analysis through a user-friendly web interface
without reliance on external services. Overall, this study presents a practical
and deployable prototype for automated drone monitoring, emphasizing the
trade-offs between accuracy, illumination, and camera resolution in real-
world airspace security applications.
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1. INTRODUCTION

The popularity of drones, which are also referred to as unmanned aerial vehicles (UAVs), has
increased rapidly. They are capable of monitoring, cultivating, and transporting products. However,
accessing prohibited areas, privacy, and security are significant challenges when they are employed without
authorization [1], [2]. Traditional radar or sensor-based systems may require additional hardware to
accommodate the fluctuating conditions in metropolitan areas. It is now feasible to detect objects in real time
with remarkable precision, thanks to recent developments in deep learning. The convolutional neural network
(CNN) is one of the most critical forms of neural networks for this purpose [3], [4].
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Models such as you only look once (YOLO), single shot multibox detector (SSD), and faster region-based
convolutional neural network (Faster R-CNN) have succeeded in detecting objects in the air. Conversely,
most of the research remains dependent on offline or GPU-intensive conditions, which can be challenging to
implement in web-based or lightweight environments [5]-[8]. A lightweight web-based deep learning
framework for real-time drone detection is proposed by integrating a CNN-based model with fast application
programming interface (FastAPI). The proposed framework enables real-time object detection through a web
interface using central processing unit (CPU)-only resources. Its primary contributions are threefold:
i) developing a lightweight real-time drone detection framework without GPU dependency, ii) evaluating
detection performance under different illumination conditions and camera resolutions, and iii) demonstrating
practical deployment through FastAPI-based web integration. Unlike conventional UAV detection systems
that typically rely on GPU-intensive environments, the proposed framework emphasizes deployment
feasibility on standard hardware while maintaining reliable detection performance under diverse
environmental conditions. The remainder of this paper is organized as follows. Section 2 reviews related
work, section 3 describes the proposed methodology, section 4 presents the experimental results and
discussion, and section 5 concludes the paper.

2. METHOD

The research methodology utilized in this study adheres to a systematic experimental workflow, as
depicted in Figure 1 flowchart of the experimental methodology. The proposed methodology comprises four
primary stages. These stages are dataset preparation, model development, system integration, and
performance assessment. The initial phase involves dataset preparation, emphasizing the development of a
high-caliber dataset for deep learning applications in computer vision. Image data are obtained from pertinent
sources and subsequently undergo data cleansing to eliminate corrupted or substandard samples. Each image
is labeled in accordance with established classifications. Pre-processing methods such as image resizing,
normalization, and data augmentation (including rotation, flipping, scaling, and brightness modification) are
employed to increase data variability and enhance the model's generalization capabilities. The dataset is
subsequently partitioned into training, validation, and testing subsets according to predetermined proportions.
The second stage involves constructing the model, during which a deep learning architecture for computer
vision is systematically designed and developed. A CNN-based architecture is chosen, either through a
bespoke design or by utilizing transfer learning with pre-trained models. Model training is performed
utilizing the prepared training dataset, with hyperparameters including learning rate, batch size, number of
epochs, and optimizer meticulously adjusted to attain optimal performance. The validation dataset is
employed to oversee training progress and mitigate overfitting. The third stage involves system integration,
wherein the trained model is incorporated into a computer vision system or application. This phase entails
implementing the model within the designated environment, such as a desktop application, web-based
system, or embedded platform. Functional testing is conducted to verify that the integrated system accurately
processes input images and generates precise and dependable outputs in real-world environments. The final
stage involves performance evaluation, which seeks to assess the efficacy and resilience of the proposed deep
learning model and the integrated system.

Model performance is assessed through standard metrics widely utilized in computer vision
research, such as accuracy, precision, recall, F1-score, and confusion matrix analysis. Furthermore, inference
time and computational efficacy can be assessed to determine the system's viability for practical
implementation. The evaluation results serve as the foundation for performance assessment, discussion, and
conclusion of the study.

DATASET MODEL SYSTEM _/‘ PERFORMANCE
PREPARATION BUILDING INTEGRATION Dﬂﬂ EVALUATION

Figure 1. Flowchart of experimental methodology

2.1. Deep learning

Deep learning has made a considerable contribution to studies on the detection of drones. Due to
their ability to detect in a single stage and their real-time capabilities, YOLO-based techniques, for example,
have been utilized for surveillance drones. The strong detection performance that was reported by studies
such as [9], [10] necessitated the use of GPU acceleration and was mostly evaluated under controlled
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settings. Edge computing and web-based deployment were the subjects of exploration in other studies. For
example, lightweight CNNs have been used on mobile or embedded systems, although they generally
exchange accuracy for speed [8], [11]. In a similar vein, there are object identification frameworks that are
housed in the cloud [12], [13]. YOLOvSs was selected because it provides an appropriate compromise
between inference speed, computational complexity, and detection accuracy for CPU-based deployment.
Larger variants such as YOLOv5m or YOLOVS5I generally provide higher accuracy but require significantly
greater computational resources. The suggested framework makes use of a CNN-based detector that is
comprised of three primary components: a backbone, a neck, and a detection head. Through a sequence of
convolution operations, the backbone oversees extracting both low-level and high-level information from the
input image, as in (1) illustrates this process mathematically.

@) =2 2 fG)*glx—iy—)) (1)

Where g stands for the input picture and f for the kernel. The network can capture spatial hierarchies, which
are crucial for drone recognition, thanks to these convolutional layers.

The neck module enhances multi-scale feature fusion through the feature pyramid network (FPN)
and path aggregation network (PANet), enabling robust drone detection across different object sizes and
viewing distances. The detection head subsequently predicts bounding box coordinates, objectness scores,
and class probabilities, where the objectness score represents the probability of an object’s presence, as
defined in (2).

Pobj = O-(to) (2)
Intersection over union (IoU) metric used to optimize bounding box localization, as in (3).
Lobj =1- IoU(Bp'Bgt) 3)

Where By, is the ground truth, and B, is the predicted box. The multi-task loss function in (4) represents the
overall training objective.

L = ApoxLpox + AcisLers + AobjLobj 4

The CNN model that has been trained is integrated with FastAPI as the backend framework for
deployment. Through a simple web interface created using Jinja2 templates, the system can now execute
asynchronous inference on both image and video streams, providing real-time results. The framework thus
fills the gap between sophisticated deep learning models and useful, user-friendly web-based drone
detection applications.

2.2. Dataset preparation

The dataset comprises 23,118 drone images acquired using a digital single-lens reflex (DSLR)
camera, a 1080p webcam, and a 2K webcam under daytime, afternoon, and nighttime conditions. Images
were annotated in Roboflow and augmented through flipping, rotation, and brightness adjustment to improve
model generalization. All images were resized to 416 x 416 pixels and normalized to the range [0,1], as
expressed in (5), where I(x,y) denotes the pixel intensity, and I max and I min represent the maximum and
minimum intensity values, respectively.

1(x, )_Imin
Lyorm(x,¥) = —2 2 min Q)

Imax—Imin

Images were chosen to guarantee diversity in quality, perspective, background intricacy, and lighting
conditions. The dataset was partitioned into three subsets: 70% allocated for training, 20% for testing, and
10% for validation as shown in Table 1.

Table 1. Dataset drone
Dataset split  Number of images  Percentage (%)

Training set 16,183 70
Test set 4,624 20
Validation set 2,311 10
Total 23,118 100
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To improve model generalization, all images were annotated, resized, and augmented using the
Roboflow platform. Figure 2 presents representative drone images that illustrate variations in illumination,
object scale, viewing angle, and background complexity. These include morning illumination (20-37k lux) in
Figure 2(a), afternoon illumination (42—46k lux) in Figure 2(b), evening low-light (0 lux) in Figure 2(c),
small-scale distant view in Figure 2(d), medium-scale mid-distance view in Figure 2(e), large-scale
close-range view in Figure 2(f), cloudy background in Figure 2(g), complex urban background in Figure 2(h),
and backlight or partial occlusion conditions in Figure 2(i).

The corresponding annotations were exported as YOLO-compatible bounding box labels for model
training. The dataset was then randomly divided using a fixed random seed to preserve class balance and
illumination diversity across the training, validation, and testing subsets. This strategy minimizes sampling
bias by ensuring that each subset adequately represents the variability encountered during image acquisition.
Consequently, the experimental results provide a more reliable assessment of the proposed framework's
generalization capability under diverse environmental conditions.

Figure 2. Representative drone image showing variations: (a) morning illumination (20-37k lux),
(b) afternoon illumination (42—46k lux), (c) evening low-light (0 lux), (d) small-scale for distant,
(e) medium-scale mid-distance, (f) large-scale close-range, (g) cloudy background, (h) complex background,
and (i) backlight or partial occlusion

2.3. Model training

The detection model employed the YOLOvSs backbone, trained for 250 epochs with a batch size of
16, using the adaptive moment estimation (Adam) optimizer with a cosine annealing learning rate scheduler.
Anchor boxes were refined using k-means clustering to better match drone object sizes. The convolution
operation in the backbone is defined as shown in (1). The loss function combines multiple components as
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shown in (4), where Ly, is the bounding box regression loss based on IoU, L is the classification loss, and
L,p; is objectness loss.

2.4. System deployment

An environment that was built on the web was used to deploy the trained model. Inference was
processed asynchronously by FastAPI, which functioned as the backend. Jinja2 templates were utilized for
the design of the frontend during the development process. To perform real-time video processing, OpenCV
was incorporated. The formula for the inference process is as in (6), where fy denotes the trained YOLOvS5s
model parameterized by 8, and y represents the output consisting of bounding box coordinates, objectness
scores, and class predictions.

y = fa(x),x € RA416%416x3 .

2.5. Evaluation metrics

There were three primary criteria that were utilized to conduct an exhaustive evaluation of the
proposed system. The first method is known as IoU, and it is used to quantify the amount of overlap that
exists between the predicted bounding box and the accurate ground truth. In (7) is defined as follows: where
B, is the predicted bounding box, and By, is the ground truth. The exact location of the drone can be
determined with higher accuracy if IoU.

|Bp n Bgt|

LU =
|Bp V] Bgt|

(7

The second metric is the mean average precision (mAP), which is shown in (8). It gives a general idea of how
well the detection works across all classes. To get it, you take the average precision for each class and divide
it by the number of classes (N). N is the number of classes, and AP; is the average precision for class i.
This metric evaluates both precision and recall, providing a balanced assessment of the model's
detection performance.

mAP = % N AP, ®)

Frames per second (FPS) statistics are used to assess system performance in real-time. FPS in (9) is defined
as Ng, representing the number of frames processed, and T being the total time in seconds.
N
FPS = ©)
A higher FPS number indicates the system's capability to execute inference in real time with minimal delay.
IoU, mAP, and FPS together offer a comprehensive evaluation methodology, allowing for the assessment of
drone detection accuracy, efficiency, and appropriateness for real-time implementation.

3.  RESULTS AND DISCUSSION

This section presents the experimental results and evaluates the performance of the proposed
framework under different environmental conditions. Detection accuracy, real-time processing capability,
and the effects of camera resolution and illumination are analyzed. These factors are compared with previous
studies to demonstrate the effectiveness and practical applicability of the proposed approach.

3.1. Offline evaluation on validation dataset

The preliminary evaluation on the validation set assessed the proposed model using
30 representative test images. These images had varying object sizes, background complexity, and
environmental conditions as shown in Figure 3. Detection accuracy ranged from 53% to 81% for successfully
detected drone instances, while several challenging scenarios resulted in missed detections or
misclassification. Higher accuracy was consistently achieved when drones were larger and clearly
distinguishable from the background, whereas small, partially occluded, or visually ambiguous targets
reduced detection performance. Despite these challenging cases, the proposed framework demonstrated
satisfactory generalization capability across diverse validation scenarios. Quantitative evaluation further
yielded an mAP@0.5 of 68.2%, precision of 72.4%, and recall of 65.1%, indicating competitive performance
compared with previous lightweight CNN-based drone detection approaches [14].
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3.2. Real-time testing under environmental variations

The proposed framework was evaluated under three illumination conditions using three camera
configurations (Canon 600D DSLR, 1080P webcam, and 2K webcam). The FastAPI-based system
maintained real-time performance at approximately 24 FPS, and the results of ten repeated experiments are
summarized in Table 2. The highest average detection accuracy was achieved under afternoon (high
illumination) using the 1080P camera (63.7%), followed by the 2K camera during the morning condition
(62.6%). Under moderate illumination, the average accuracy ranged from 57.8% to 62.6%, whereas detection
performance declined during evening (0 lux), with average accuracies of 55.9% (1080P) and 48.1% (2K).
The Canon 600D failed to detect drones under complete darkness. Statistical analysis further showed that the
standard deviation ranged from 16.1% to 27.5%, indicating moderate variability primarily caused by
illumination changes, drone position, and background complexity. The relatively wide variation observed
across repeated experiments reflects realistic operational conditions, where differences in drone orientation,
flight distance, object scale, background clutter, and illumination affect detection confidence rather than
indicating instability of the proposed model. These findings confirm that illumination remains the dominant
factor influencing vision-based drone detection performance and support the applicability of the proposed
framework for real-time surveillance in restricted airspace. These findings are consistent with previous
studies reporting that illumination variability and small-object characteristics remain major challenges in
YOLO-based drone detection systems [15].
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Figure 3. Results in Roboflow

Table 2. Real-time drone detection performance under different environmental conditions
Times Camera Frames Light Test1Test2 Test3 Test4 Test5 Test 6 Test 7 Test 8 Test 9 Test 10 Mean + SD

type per  intensity (%) (%) (%) (%) (%) () (%) () (%) (%) (%)
second
Morning Camera 24.75 20k 55 80 20 90 98 20 35 48 70 62 57.8
(9:00- 1080P fps
10:00) Camera 24.64 28k 28 77 30 86 42 90 95 51 59 68 62.6
2K fps
Canon 24.70 37k 65 20 73 25 88 38 82 49 92 57 58.9
600D fps
Afternoon  Camera 24.86 45k 67 30 S8 49 71 90 25 85 74 88 63.7
(13.00- 1080P fps
14.00) Camera 24.79 42k 58 74 25 89 32 90 52 48 62 83 61.3
2K fps
Canon 24.80 46k 26 70 56 35 77 64 44 84 88 47 59.1
600D fps
Evening Camera 24.07 0 55 27 65 59 31 68 60 49 70 75 55.9
(18.00- 1080P fps
19.00) Camera 24.02 0 38 75 25 58 45 27 63 34 49 67 48.1
2K fps
Canon 24.02 0 0 0 0 0 0 0 0 0 0 0 0.0
600D fps
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3.3. Key trade-offs

The experimental results reveal three major trade-offs. First, detection accuracy increased under
higher illumination, confirming that lighting remains the primary factor influencing vision-based drone
detection. Second, higher image resolution did not necessarily improve performance, as the 1080P webcam
consistently outperformed both the 2K webcam and Canon 600D despite its lower resolution. Third, the
FastAPI-based implementation maintained real-time performance on CPU-only hardware, demonstrating an
effective balance between computational efficiency, deployment cost, and detection accuracy without
requiring GPU acceleration. Compared with previous studies, the proposed framework emphasizes practical
deployment rather than architectural complexity. While approaches such as YOLO-ARIA [10], YOLO
D-NET [16], convolutional block attention module (CBAM)-enhanced YOLOVS5 [9], hybrid bounding-box
optimization [17], and 3D deep learning models [18] have reported improved performance in domain-specific
applications, they generally require more complex architectures or higher computational resources [19].
Similarly, federated learning—based surveillance systems [20] focus on distributed industrial environments
rather than lightweight real-time drone detection. In contrast, the proposed framework demonstrates that
reliable drone detection can be achieved using a lightweight web-based architecture suitable for CPU-based
deployment in practical surveillance applications.

3.4. Comparative analysis with previous studies

The proposed framework demonstrates the feasibility of deploying drone detection models on a
lightweight, web-based platform without sacrificing processing performance, in contrast to earlier approaches
that necessitated high-end GPU resources for real-time inference [21]. Although the obtained mAP@0.5
remains under GPU-oriented state-of-the-art models [22], [23], the proposed framework prioritizes
deployment feasibility on CPU-based systems. This design choice balances detection accuracy with
computational efficiency and accessibility for real-world surveillance applications. According to the
information that is shown in Table 3, the proposed model was able to successfully achieve a harmonious
equilibrium between the accuracy of its predictions and the computational efficiency of its results.

Table 3. Real-time test results

Model Year Dataset mAP@0.5 (%) FPS Platform
Proposed (YOLOvVSs + FastAPI) 2025  Custom UAV 68.2 24 FPS CPU
Light-YOLOVS [14] 2023  Drone Dataset 65.8 25 FPS Edge
FE-YOLOVS [15], [23]-[25] 2023  UAV Dataset 73.5 20 FPS GPU
HIC-YOLOVS [15] 2024  COCO UAV 78.4 21 FPS GPU
YOLOvVS5_mamba [26], [27] 2024  UAV Object 80.3 22 FPS GPU

It is nevertheless able to reach real-time performance on conventional CPU hardware (24 frames per
second), even though its mAP@0.5 (68.2%) is not as high as when GPU-accelerated models are used. The
fact that this is the case demonstrates that the framework is suitable for application in different situations that
have minimal resources. Figure 4 provides an overall comparison of drone detection performance under
different environmental conditions.

As can be seen in Figure 4(a), lighting was identified as the most significant element influencing the
accuracy of detection. The 1080p camera achieved the highest average accuracy of 63.7%, which was better
than the performance of both the DSLR camera and the 2K camera. All three camera types performed best
under daytime conditions. This conclusion is consistent with prior research that has demonstrated that
illumination conditions have a major influence on UAV detection performance, particularly in outdoor and
surveillance contexts [21]. The accuracy of the DSLR camera decreased significantly in settings with low
light, and it completely failed to function. However, the 1080p and 2K cameras were able to retain a
moderate level of accuracy, with 55.9% and 48.1%, respectively. The findings of are consistent with the
results that were obtained in this study, which support the conclusion that illumination quality is more
important than resolution benefits, it’s found that models based on YOLO had difficulty detecting tiny
objects and objects in low light [15].

Figure 4(b) shows that the average processing speed for all settings was between 24 and 25 frames
per second. This means that the speed of processing didn't change much, even when the camera resolution or
the amount of light varied. This kind of behavior demonstrates that the framework that was put in place
works, and it also shows that the framework is good for applications that need real-time performance. This is
in line with previous research findings, which showed that real-time inference rates can be maintained
without high-end GPUs by using lightweight YOLO based designs [28]. The main goal of this study is to
establish a balance between how well the system works and how easy it is to use. This makes sure that
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performance stays the same in online environments that can be accessed with regular computer hardware.
This contrasts with earlier research, which mostly concentrated on the accuracy of controlled datasets [27].

In general, these comparative results add something new in two ways. First, they demonstrate that
mid-resolution cameras (1080p) with sufficient illumination surpass higher-resolution configurations in
practical drone detection tasks, a viewpoint not thoroughly examined in previous studies that generally
presume high-resolution input. Second, by demonstrating consistent real-time FPS across varied conditions,
this study extends beyond algorithm-centric evaluations and emphasizes system-level integration through
FastAPI, which ensures accessibility and deployability in real-world surveillance systems. Moreover, the
integration with FastAPI allows web-based real-time deployment, fulfilling a critical requirement that prior
research was limited to offline datasets, GPU-intensive environments, or specialized applications. Our
balance of high accuracy, efficiency, and accessibility underscores the importance of our research in linking
sophisticated deep learning with practical drone surveillance applications. Operationally, the proposed
framework is compatible with existing airport and military surveillance infrastructures, utilizing conventional
CCTV networks and edge computing devices. Instead of replacing radar or radiofrequency (RF)-based
counter-drone technologies, the vision-based detector enhances current systems by enabling real-time visual
verification of low-altitude airborne threats. Integrating this approach with radar, RF, and acoustic sensors in
the future could create a multilayered airspace-monitoring architecture, thereby improving situational
awareness and facilitating rapid decision-making by airport authorities and defense agencies.
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Figure 4. Performance comparison under different environmental conditions: (a) average drone detection
accuracy and (b) processing speed (FPS) across camera types and lighting conditions
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3.5. System resources profiling

System profiling was carried out on a CPU-only environment (Intel i7-10750H, 16 GB RAM) to
validate the practical applicability of the framework that was suggested. Table 4 displays the results of the
test, which included measurements of CPU load, RAM use, and inference delay. The purpose of the study
was to establish whether the model maintained real-time performance under conditions that did not involve
a GPU.

These recommendations were derived from earlier research that highlighted the significance of
computing efficiency and deployment practicality in lightweight artificial intelligence-based detection
systems [29]. This evaluation is a result of those recommendations. These results confirm that the proposed
framework maintains an average inference latency of 43 ms per frame (approximately 24 FPS) on a
CPU-only platform, satisfying the real-time requirements for continuous visual surveillance in airport
perimeter monitoring and restricted airspace security applications.

Table 4. System profiling results on a CPU-only environment

Metric Average value Platform
CPU Load 68% Intel i7-10750H
RAM Usage 24 GB 16 GB
Average inference latency  0.043 s/frame CPU only
Average FPS 23.8 CPU only

Nevertheless, the experimental results indicate that detection accuracy decreased substantially under
low-light conditions (0 lux), particularly for the Canon 600D camera, due to reduced image contrast and
increased sensor noise. Moreover, this study employed only the YOLOVS5s architecture and focused primarily
on technical performance evaluation. Consequently, usability assessment, operator interaction with the
web-based interface, and comparative evaluation against other lightweight detectors, such as MobileNet-SSD
and EfficientDet, were beyond the scope of this work. Future work will investigate low-light image
enhancement techniques, such as histogram equalization and Retinex-based preprocessing, together with
multimodal sensing (e.g., RGB and infrared fusion), while extending the framework through lightweight model
comparisons and human-centered usability evaluation to further improve robustness and deployment readiness.

4. CONCLUSION

This investigation presented a web-based deep learning framework for the real-time identification of
drones, employing a CNN-based YOLOvS5s model integrated with FastAPI. The system demonstrated the
capability to identify objects with an accuracy ranging from 53% to 74% (mAP@0.5 = 68.2%) while
processing at 20 to 25 frames per second on standard CPU hardware. This demonstrates that it can function
effectively without relying on GPU-intensive resources. The findings indicate that illumination is the most
critical environmental factor affecting detection performance, with 1080p camera configurations
demonstrating the highest consistency in accuracy under different lighting conditions. Despite a decline in
performance during low-light conditions, particularly in detecting small or partially obscured drones, the
suggested framework demonstrates that real-time identification of UAVs can be achieved even with
restricted computing resources. Future investigations will focus on the integration of attention-based
processes, multimodal sensor fusion (RGB + IR), and optimization for edge computing devices to enhance
robustness and flexibility. This study introduces a streamlined and easily implementable system that bridges
the gap between advancements in deep learning and practical applications for overseeing airspace and
conducting autonomous aerial surveillance.

5. FURTHER WORKS

Although the proposed web-based deep learning framework demonstrated effective real-time drone
detection using CPU-only resources, several challenges remain. Future work will focus on improving
low-light detection through image enhancement techniques, such as adaptive histogram equalization and
Retinex-based preprocessing, together with multimodal sensor fusion using RGB and infrared imagery. In
addition, lightweight attention mechanisms or transformer-based modules will be investigated to enhance
small-object detection while preserving real-time performance. Further evaluation on embedded edge-Al
platforms, larger datasets containing diverse drone types, weather conditions, and aerial viewpoints, as well
as broader field validation in operational surveillance environments, is expected to improve the robustness,
scalability, and practical deployment of the proposed framework for autonomous airspace monitoring.
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while additional images were collected and annotated by the authors to support the experimental evaluation
under diverse environmental conditions. Accordingly, the Mendeley repository represents only one
component of the complete dataset used in this study.
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