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 This research proposes a hybrid deep learning model to accurately detect 

chronic lung diseases in chest computed tomography (CT) scans. Current 

deep learning methods, such as convolutional neural networks (CNNs) and 

transformer models, often suffer from high computational requirements and 

low interpretability. This research combines a pre-trained residual network 

50 layers (ResNet50) for deep feature extraction with hand-crafted texture 

features. The features are combined via hybrid concatenation, and the model 

is classified using an optimized extreme gradient boosting (XGBoost) 

ensemble with hyperparameter tuning to improve performance and reduce 

overfitting. This research compared the proposed model with radiomics-

only, ResNet50 CNN, vision transformer (ViT-B16), and Swin transformer 

methods. This research used a public dataset containing adenocarcinoma, 

squamous cell carcinoma, large cell carcinoma, and normal classes. The 

classification accuracy of the hybrid framework was 92.38%, with better 

precision, sensitivity, specificity, F1-score, and receiver operating 

characteristic-area under the curve (ROC-AUC) than the baselines. A dual-

mode explainable artificial intelligence (XAI) framework integrating 

gradient-weighted class activation mapping (Grad-CAM) and Shapley 

additive explanation (SHAP) was implemented to enable spatial lesion 

localization and feature attribution for clinical transparency. Grad-CAM was 

able to localize the lesions successfully, and SHAP revealed the influence of 

entropy-based texture features and semantic embeddings on the predictions. 

Overall, the framework develops advanced XAI systems for chest CT 

analysis. 
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1. INTRODUCTION 

Lung cancer is still one of the main causes of cancer-related deaths around the globe, and its public 

health impact remains significant, despite advancements made in medical imaging and treatment  

methods [1], [2]. Accurate and early detection of lung nodules from computed tomography (CT) images is 

critical for prognosis, timely intervention, mitigating disease progression, and personalizing treatment; 

however, due to overlapping visual characteristics, subtle differences in texture, and time from the first 

diagnosis, it can be difficult for clinicians to accurately distinguish between certain types of lung tumors such 

as adenocarcinomas, squamous cell carcinomas, and large cell carcinomas [3]. With the growing use of 

artificial intelligence (AI)-based computer-assisted diagnosis (CAD) systems in clinical practice, recent 

https://creativecommons.org/licenses/by-sa/4.0/
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studies have shown that CAD systems may be effective tools to assist radiologists in the automated 

classification of lung disease by way of AI. Several deep learning-based methods, including convolutional 

neural networks (CNNs), have been used successfully for the extraction of hierarchical spatial representations 

from CT images [4], [5]. Various CNN architectures i.e., residual network (ResNet), densely connected 

convolutional network (DenseNet), efficient network (EfficientNet), and mobile network (MobileNet), have 

accelerated the learning of automated features in the analysis of thoracic images [6]–[8]. More recent interest 

has also been generated with respect to transformer-based vision models i.e., vision transformers (ViT) and 

Swin transformers as these models afford the capability of learning long-range contextual dependencies and 

globally modeling images [9], [10]. Even though these architectures have delivered promising results in 

terms of their classification accuracies, there remains an abundance of current systems that continue to be 

computationally demanding, are not clinically interpretable, and are dependent on large numbers of training 

data [11]. At the same time, radiomics-based methods have also started to become recognized as an important 

and complementary way of representing quantitative data within the context of medical imaging. Radiomics 

provides methods of extracting hand-crafted descriptors from CT scans that describe properties, such as 

texture heterogeneity, intensity distributions, shapes, and structural shapes of tissues. These quantitative 

biomarkers are often used to define layers of tissue that have clinical relevance but cannot be seen when 

developing domain-specific or deep latent representations. In addition to the limitations of conventional 

radiomics pipelines, independent deep learning models tend to act as “black boxes” limiting clinicians' ability 

to interpret them and their trust in the output accuracy. 

Numerous studies that have integrated deep learning with radiomics to assess pulmonary disease 

have used various techniques to provide insights into pulmonary diseases; however, there are still some 

critical limitations in these attempts. An overwhelming number of existing frameworks incur high 

computational costs associated with their multi-stage architectures, feature optimization procedures, and 

transformer-based architectures that may not make them practical for routine clinical use [12]–[14]. Many of 

the existing studies on computer-based analysis have focused primarily on binary classification tasks.  

There is also limited research available that analyzes the clinical aspects of multi-class disease differentiation 

with respect to false negative analysis, early-stage lesion sensitivity, computational feasibility,  

explainability validation, and demographic robustness as well as how they can be deployed within a practical 

radiology setting. 

To address these limitations, this study presents a hybrid deep learning framework in a quantitative 

aspect for multiple classification and detecting chronic lung disease through chest CT utilizing both deep 

spatial embedding and radiomics texture descriptors with the use of handcrafted statistical properties. To 

develop this proposed approach, a ResNet50 pre-trained backbone architecture will be used to extract  

high-dimensional spatial representations from chest CT images. Parallel to feature extraction performed by 

the ResNet50 network, the classification will employ a second branch of radiomics whereby the computed 

tissue heterogeneity will be described using gray-level co-occurrence matrix (GLCM) statistics and  

entropy-based analyses. These mutually complementary feature representations will then be fused together 

on a feature level before being classified using an optimized extreme gradient boosting (XGBoost)  

ensemble classifier. 

The proposed methodology is distinct from that of many traditional deep learning approaches in that 

it features not only non-deterministic latent embeddings as input to the classifier but will include 

deterministic radiomic features directly via their inclusion in the overall feature set, thereby enhancing both 

discrimination capability and interpretability. The goal of hyperparameter optimization through systematic 

grid search analysis was achieved by being able to obtain model stability and robustness across various 

experimental configurations. In addition to creating baselines with only CNNs, we benchmarked against 

transformer-like architectures such as the ViT and Swin transformer to measure how well they classify 

images and generalize beyond their training sets. 

This work's additional contribution is the use of a dual-mode explainable artificial intelligence 

(XAI) framework that enhances clinical transparency and physician trust. This work employ  

gradient-weighted class activation mapping (Grad-CAM)-based visualization to locate the diagnostically 

important pulmonary regions and utilize Shapley additive explanations (SHAP) to quantify both deep 

embeddings and hand-crafted radiomic descriptors' contributions at the feature level [15]. The joint 

explainability mechanism allows for spatial and quantitative interpretations of the diagnostic process, thereby 

promoting transparency in the AI-assisted clinical decision-making process [16]. A multi-class chest CT 

dataset consisting of normal, adenocarcinoma, squamous cell carcinoma, and large cell carcinoma categories 

is assessed using stratified training-validation-testing splits, then evaluated using classification accuracy, 

precision, recall, F1-score, sensitivity, area under the curve (AUC) by receiver operating characteristic 

(ROC) curves, and confusion matrix analyses. Additionally, to evaluate the practicality of implementing this 

proposed model in future radiological screening systems, telemedicine systems, and intelligent clinical 

decision support systems, both computational efficiency and explainability analyses were performed. 
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This study establishes the following key contributions: i) a hybrid feature-level fusion framework 

that incorporates deep CNN spatial embeddings with traditional handcrafted radiomic texture features to 

facilitate the classification of CT images of the chest into multiple categories; ii) a comparative 

benchmarking with other deep learning models, such as the ViT, Swin transformer, and CNN such as 

ResNet, only on multivariate performance metrics; iii) hyperparameter optimization and computational 

efficiency analysis for improved reproducibility, robustness, and ease of deployment; iv) the integration of an 

XAI framework through both Grad-CAM and SHAP for spatial-level and feature-level interpretation of 

results; and v) a thorough evaluation of the proposed framework with respect to multiple classification 

metrics, ablation analysis, ROC-AUC analysis, and clinically interpretable explanations of results. 

 

 

2. LITERATURE REVIEW 

In this work by Thanoon et al. [17] deep learning–based methods for CT imaging of the chest for 

lung cancer screening and diagnosis are presented. The authors organize and compare various deep learning 

techniques including (but not limited to) CNN, recurrent neural networks (RNNs) as well as new hybrid-based 

architectures that have been proposed during the last half-decade (2018–2022) by grouping different methods 

on classification/segmentation. This review highlights the potential of deep learning for addressing diverse 

types of inputs (2D, 3D, and low-dose CT) but also critically evaluates problems from data diversity, image 

artifacts to lack of labeled datasets. Moreover, the paper also identifies potential research areas such as 

standardized pre-processing and integration of clinical data to enhance automated tumor segmentation. 

Ozdemir et al. [18] proposed a hybrid deep learning model for lung cancer detection using CNNs, 

based on InceptionNeXt blocks and ViT, using grid and block attention methods. This model is designed to 

capture local detailed information and overall contextual data from CT scans of the lungs so it can be used in 

a clinical setting. The model was trained using two different public datasets the Iraq-Oncology Teaching 

Hospital/National Center for Cancer Diseases (IQ-OTH/NCCD) dataset and the chest CT dataset. The model 

was tested against both datasets and achieved an accuracy of 99.54% accurately and 98.41% accurately, 

respectively. It is important to note that the authors were able to achieve this state-of-the-art result with an 

efficient and lightweight model design of only 18.1 million parameters. In addition to creating an effective 

classifier, the authors used Grad-CAM to create heatmaps of different areas of the lungs that were being 

emphasized or de-emphasized when the model was making its prediction. 

Kumari and Goel [16], give an extensive review of computational intelligence techniques for 

diagnosing as well as classifying lung cancer within chest CT images. This study categorizes and compare 

different methods such as classical machine learning techniques (e.g. support vector machine (SVM), random 

forests (RF)), deep learning families like CNNs, RNNs, or variational autoencoders (VAEs) generative 

adversarial networks (GANs) as well as hybrid algorithms that combine nature inspired optimization. The 

paper does well to focus on growing trends like transfer learning, federated learning for privacy, and XAI to 

address the “black-box” limitations of models. It also systematically studies the performance based on large 

public databases of the lung image database consortium image database resource initiative (LIDC-IDRI) and 

the lung nodule analysis 2016 (LUNA16), and demonstrates the urgent challenges in group bias and class 

imbalance that hinder generalizing AI solutions to broad clinical contexts. 

This study by Sun et al. [19] introduces a weakly supervised deep learning algorithm for the 

automated detection and staging progression of chronic obstructive pulmonary disease (COPD) from 

volumetric CT scans. To address limitations in traditional densitometric analysis, where noise-sensitive pixel 

thresholds and time-consuming manual segmentations are used, they present a multiple instance learning 

(MIL) approach. This architecture uses a 3D ResNet model for CT slice encoding and an attention 

mechanism for pooling, being trained at patient-level (GOLD stage from spirometry) instead of dense  

pixel-level annotations. The model demonstrates excellent discrimination for COPD stages (GOLD 1,2,3,  

and 4) and provides clinical interpretability through the generation of attention heatmaps which highlight 

disease-related pathologies such as emphysema and bronchiectasis. Segmentation, computer-aided detection, 

and computer-aided diagnosis (Seg-CADe-CADx) was developed by Subramanyam et al. [20] as a dual-

stage deep learning system that can detect pulmonary nodule malignancy risk as an integrated process from 

low-dose CT scans. The first stage uses a 3D U-Net to assist with segmentation-based nodule detection, 

which is followed by a multi-stream hybrid classifier consisting of local volumetric features from a 3D 

DenseNet, global context from an Swin transformer, and late-stage concatenation of handcrafted radiomic 

features from the volumetric images. Results from both the LUNA16 database and the LIDC-IDRI database 

provided a competition performance metric (CPM) for nodule detection of 0.944 with an excellent  

ROC-AUC of 0.988 for binary classification of malignancy. Additionally, the paper discusses improving the 

clinical accuracy of the model by introducing temperature scaling for the calibration of malignancy 

probability outputs, thereby providing more closely related empirical risk estimates than previously available. 
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Sui et al. [21] proposed a machine learning method to diagnose and grade the severity of COPD in 

patients from CT scans. Unlike a large proportion of previous works 1–22 that simply focus on isolated 

features, it considers multidimensional characteristics including the lung parenchyma, whole airway tree, and 

pulmonary vasculature-related ones. The paper utilized the SVM classifier for 349 subjects and achieved 

better diagnostic performance (AUC = 0.965 on external testing) and grading, successfully distinguishing 

CVD from HC (AUC = 0.813). The novel and interesting finding in the study was the importance of vascular 

derivatives on COPD + as opposed to the currently highlighted contribution of remodeling in the trunk of 

arteries and bronchus. However, our study is limited by the small sample size and an overly simplified 

dichotomization (mild versus severe) that may not fully account for the clinical heterogeneity of the disease. 

Alsurayhi [22] has proposed and validated models based on deep learning for automatic staging of 

COPD with chest CT. The study overcomes the drawbacks of conventional pulmonary function tests (PFTs) 

by introducing image-based classification systems that are consistent with not only the high-resolution  

eight-stage system but also the new GOLD 2023 criteria. The method incorporates neural networks and 3D 

CNNs with pre-defined features extracted from paired inspiration/expiration CT scans (e.g., one-shot 

transfer-based features and GLCM-based texture patterns) as well as end-to-end deep CNN learning. A 

further key development is in the generation of 'hybrid' models which combine imaging features with clinical 

information, such as symptom severity and exacerbation risk, resulting in a significant gain in classification 

performance. Here, this study show that these deep learning models can accurately predict COPD severity 

factors directly from CT images, which could help diminish the requirement of patient-dependent spirometry 

measurements [23], [24]. 

Table 1 summarizes the major studies applying advanced deep learning and hybrid AI models for 

detection, classification, and severity assessment of lung diseases from chest CT images. Table 1 provides 

authors, main methodological approach, dataset names, sample sizes, core contributions, performance 

highlights, and research gaps for each reference. This comparative summary highlights the current status and 

remaining challenges in medical imaging AI, including interpretability, multi-class differentiation, and  

cross-dataset validation. 

 

 

Table 1. Literature review 
Author(s) Architecture Dataset 

name 

Sample 

size 

Main contribution Outcome Research gaps 

Ozdemir et al. 

[18] 

Attention-

enhanced 

InceptionNeXt-
based hybrid deep 

learning 

Private 

lung CT 

dataset 

2,500 

images 

Hybrid model using 

attention and 

InceptionNeXt for 
lung cancer 

detection. 

High accuracy 

and robustness 

in detection 

Limited 

interpretability; 

not evaluated on 
public or multi-

class datasets 

Kamala and 
Mohan [25] 

Hybrid AI 
framework 

Public and 
private CT 

datasets 

1,800 
images 

Efficient hybrid AI 
with deep and 

handcrafted features 

for lung cancer 
classification 

Enhanced 
classification 

accuracy and 

efficiency 

Limited 
explainability; 

lacks external 

validation 

Hosny et al. 

[26] 

Multi-modal 

attention–based 

Inception-ResNet 

LIDC-

IDRI 

1,000 

cases 

Multi-modal 

attention-based 

fusion for lung 

cancer detection 

Outperformed 

unimodal 

models 

Lacks 

interpretability 

and computational 

efficiency analysis 

Parida et al. 
[27] 

3D FusionNet Synthetic 
CT Dataset 

600 scans 3D fusion model for 
lung cancer 

segmentation 

High 
segmentation 

precision, better 

boundaries 

Not validated on 
real CT data; lacks 

clinical outcome 

correlation 
Duhayyim  

et al. [28] 

Interpretable 

hybrid ensemble 

with attention 
fusion + EAOO-

genetic algorithm 

(GA) optimization 

Private CT 

dataset 

1,200 Attention-based 

fusion and genetic 

optimization for 
interpretability and 

accuracy 

State-of-the-art 

accuracy and 

interpretability 

No multi-class or 

external dataset 

validation 

Faizi et al. [29] CNN-based deep 

learning 

LUNA16 888 CT 

scans 

Deep learning for 

CT-based lung 

cancer 

Reliable and 

robust 

classification 

Binary 

classification 

only; lacks 
explainability and 

cross-dataset 

evaluation 
Almeida et al. 

[30] 

Anomaly-based 

deep learning for 

disease severity 

COPDGen

e, NLST 

4,500 

scans 

Deep learning for 

quantitative COPD 

severity prediction 

Accurate 

disease severity 

assessment 

Not multi-disease 

focused; limited 

interpretability 
assessment 

 

 



                ISSN: 2252-8938 

Int J Artif Intell, Vol. 15, No. 5, October 2026: 4568-4591 

4572 

2.1.  Research gap summary and motivation 

Despite the major advancements seen in recent years, including improvements in deep learning and 

transformer-based architectures, radiomic analysis techniques, and XAI for pulmonary disease classification 

from chest CT scans, there are still numerous significant drawbacks across many existing publications. In 

general, most of the literature tends towards binary classifications while neglecting fine-grained multi-class 

staging. Additionally, traditional CNNs typically provide low levels of feature-level interpretability while 

transformer-inspired architectures often necessitate large amounts of data to achieve stable optimization. 

Furthermore, several radiomics-based approaches generate clinically interpretable quantitative 

outputs, but most do little to capture the multi-level spatial hierarchies present in thoracic CT imaging. In 

addition, the majority of hybrid frameworks are highly reliant on computationally intensive fusion methods 

or offer only limited levels of explainability, limiting their applicability in large-scale, real-world clinical 

workflows. Finally, there is still limited external validation, low transparency across all predictions, and 

limited consideration of clinical deployment, which continue to inhibit the overall reliability and adoption of 

currently available automated systems for diagnosing lung disease. 

To overcome limitations in existing works, present a hybrid deep learning framework based on 

quantitative chest CT, which employs a pre-trained ResNet50 backbone at its core to produce deep spatial 

embeddings, combined with texture features derived from handcrafted GLCM texture analyses and entropic 

measures that characterize heterogeneity. Additionally included in the proposed framework is an optimized 

ensemble classifier implemented via the XGBoost algorithm, as well as two forms of XAI through  

Grad-CAM and SHAP to promote enhanced spatial and feature-level explainability. The proposed 

methodology was benchmarked against transformer-based architectures. ViT-B16 and Swin trasnformer 

architectures for classification performance, computational efficiency, and clinical interpretability. The 

motivation of this research is therefore to develop a computationally efficient multi-class chest CT 

classification framework with clinical interpretability and resiliency applicable for future use in AI-assisted 

radiology and intelligent lung disease screening applications. 

 

 

3. PROPOSED FRAMEWORK 

In this study, a new hybrid deep learning model is proposed, which integrates the abstract 

representation architecture of a deep CNN and handcrafted radiomics to overcome the limitations of utilizing 

only abstract structure from a CNN or handcrafted radiomics for categorizing chest CT. The primary 

methodological contribution is a feature fusion technique at the level of features that combines high-level 

spatial embeddings from a pre-trained convolutional network and radiomic hand-crafted quantitative texture 

descriptors that are also clinically interpretable. The model combines these separate feature modalities to 

enhance classification performance across multi-class stages of lung diseases, as well as offering robust 

model interpretability by means of dual XAI approaches. Figure 1 presents the proposed dual-stream scheme. 

Input CT data is concomitantly analyzed by deep learning and radiomic pipelines. Several of these features 

are then combined using a fusion strategy before classification, so that the clinical predictions have both 

spatial (Grad-CAM) and feature-level (SHAP) interpretability. 

 

 

 
 

Figure 1. The proposed hybrid quantitative-spatial framework 

 

 

3.1.  Dataset 

This publicly shared dataset contains approximately one thousand CT scans, which will be used to 

classify patients with lung cancer into their categories. The dataset consists of 1,000 chest CT scan images 
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with a total file size of approximately 124 MB. The images are provided in high-resolution .jpg and .png 

formats, ensuring visual clarity suitable for detailed analysis. All scans are derived from CT, making the 

dataset well-suited for research and development in automated lung disease detection and classification. The 

dataset consists of four pathological classifications of patients with lung cancer, described as follows: 

‒ Normal: it is lung tissue that demonstrates a healthy lung with no clear evidence of nodules or other 

lesions present [31]. 

‒ Adenocarcinoma: it is the most common subtype of non-small cell lung cancer (NSCLC) and arises 

from peripheral glandular cells [32]. 

‒ Squamous cell carcinoma: it is the second most common type of NSCLC and originates from the 

squamous cells lining the major airways [33]. 

‒ Large cell carcinoma: a type of NSCLC, are the most common group of lung cancers, and LCC 

accounts for a smaller percentage of these cases [34]–[36]. 

The dataset is systematically partitioned into training, validation, and test sets to evaluate the 

model's generalization performance. Training set: a total of 613 images divided into adenocarcinoma (195), 

large cell carcinoma (115), squamous cell carcinoma (155), and normal (148). Validation set: a total of  

72 images are grouped as adenocarcinoma (23), large cell carcinoma (21), squamous cell carcinoma (15), and 

normal (13). Testing set: a total of 315 images are grouped as adenocarcinoma (120), large cell carcinoma 

(51), squamous cell carcinoma (90), and normal (54). 

Table 2 summarizes the main feature categories, names, and descriptions used in the chest CT image 

classification pipeline. Key features are: basic image metadata, pixel-level statistics, texture descriptors  

(e.g., GLCM-based metrics and entropy), structural and shape attributes, histogram and frequency domain 

information, and deep learning-based embeddings. Augmentation attributes and dataset split assignments are 

also provided for reproducibility and model validation purposes. These features together enable a holistic and 

multi-faceted analysis of chest CT images for robust classification and interpretability. 

 

 

Table 2. Overview of extracted feature categories 
Feature category Feature name Description Type/use 

Basic image 

metadata 

Image filename File name (identifier) of the CT image Identifier 

 
Folder/label Ground-truth class label: adenocarcinoma, 

large cell carcinoma, squamous cell 

carcinoma, normal 

Target/label 

 
Resolution Original image width × height (pixels) Numeric (image property)  

Format File type (e.g., JPG, PNG) Categorical 

Pixel-level 
features 

Mean pixel intensity Average gray value across all pixels Numeric (image statistic) 

 
Standard deviation Pixel intensity spread Numeric (image statistic)  

Skewness and kurtosis Distribution shape of pixel intensities Numeric (image statistic) 
Texture features GLCM contrast Local contrast computed from GLCM Texture descriptor  

GLCM energy Texture uniformity from GLCM Texture descriptor  
GLCM homogeneity How uniform the texture is across an image Texture descriptor  

Entropy Information content/complexity in the image Texture descriptor 

Shape/structure 

features 

Lung area Proportion of lung region vs background (from 

segmentation) 

Numeric 

 
Nodule count/size Number and size of detected nodules Numeric 

Histogram 

features 

Pixel intensity 

histogram bins 

Frequency of pixel intensities in fixed bins Numeric list/vector 

Frequency 

domain 

FFT spectral features Frequencies from fast Fourier transform Numeric list/vector 

Deep learning 
features 

CNN embeddings (pre-
trained) 

Feature vectors from pre-trained CNN layers 
(e.g., ResNet, visual geometry group (VGG)) 

Numeric vector 

 
Feature maps Activation maps from intermediate CNN 

layers 

Numeric arrays 

Augmentation 

attributes 

Rotation Random rotation applied during augmentation Augmented metadata 

 
Flip/scale Whether image was flipped or scaled in 

preprocessing 

Augmented metadata 

Class label Cancer type Adenocarcinoma- large cell carcinoma- 
squamous cell carcinoma- normal 

Target variable 

Train/validation/ 

test split 

Set assignment Denotes which split the image belongs to Categorical used for 

training/validation/testing 

 

 

3.2.  Proposed methodology 

The proposed methodology employs a feature-level fusion framework that combines deep learning 

and radiomics to classify and diagnose lung disease from chest CT scans across multi-class disease stages. To 
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do this, data are processed using a dual-stream architecture, with deep abstract spatial features derived from 

the ResNet50 CNN pre-trained on image data alone, as well as quantitative tissue texture characteristics 

using handcrafted radiomic descriptors, specifically, the GLCM and statistical entropy. After feature 

extraction, both streams of information are concatenated to create one hybrid high-dimensional feature 

vector, which will then be normalized to a consistent scale (MinMax) before being modelled by an XGBoost 

ensemble classifier for generating the final classification prediction. The methodology includes a dual-mode 

XAI approach, the use of Grad-CAM for spatial localization and SHAP for feature importance scores of 

findings in order to improve clinical interpretability. 

The technical realization of the proposed pipeline is structured into several key stages. First, data 

preprocessing is conducted to ensure image quality and consistency across the dataset. Next, the process 

specifically addresses the identified research gaps and incorporates the study’s novel contributions. To tackle 

the risk of model overfitting, an explicit stage is dedicated to analyzing the overfitting condition and 

implementing proposed mitigations. The pipeline then proceeds with a dual-branch feature extraction 

approach, simultaneously leveraging both deep learning and handcrafted feature techniques. These extracted 

features are subsequently integrated through feature-level fusion to maximize representational power. 

Finally, the workflow concludes with classification post-processing and a thorough interpretability analysis, 

ensuring transparent and clinically relevant decision-making. 

The detailed network structure and the dimensions of the data in each layer are presented in  

Figure 2. The input tensor (224 × 224 × 3) after preprocessing is passed to a frozen ResNet50 backbone. The 

feature maps are finally pooled down via global average pooling (GAP) to a 1 × 2048 vector. Meanwhile, the 

1st–6th voxels of the radiomic vector are extracted from the grayscale input. These are then concatenated 

descriptively into a 1 × 2054 hybrid vector, which is thereafter scaled using MinMaxScaler and fed to the 

XGBoost classifier, which outputs a 1 × 3 probability distribution. 

 

 

 
 

Figure 2. Network architecture and data dimensions at each stage 

 

 

3.3.  Data preprocessing 

All the raw CT images were preprocessed identically to allow consistent inputs for the different 

feature extraction streams. The size of the images is rescaled to 224 × 224. This study scales pixel values in 

range [0, 1] with Min-Max scaling for fast convergence. In the deep learning branch preserve the 3-channel 

RGB format (replicating the grayscale channel three times if required) to fit the input specifications of  

pre-trained backbone. Concurrently, a single-channel grayscale is produced for the radiomic texture analysis 

branch. During the preprocessing stage of our hybrid framework, several noise reduction approaches were 

integrated with a view to enhancing classification robustness and inhibiting acquisition-related artifacts. The 

chest CT images frequently show quantum noise, reconstruction artifacts, and slight intensity variations, 

which are detrimental to deep feature extraction as well as handcrafted texture analysis. Accordingly, images 

were resized to a common scale 224 × 224 pixels and the images were exposure normalized for uniform 

contrast scaling prior to feature extraction. 

 

3.4.  Addressing the research gap and novel contributions 

There has been a fast-moving process of developing CAD for lung cancer. However, a critical 

review of the research literature shows that there still are a number of important holes in the current literature 

available on the development of this subject area. Many of the current models are based on too many separate 

and unrelated stages that cause additional processing costs, require the impractical use of multiple imaging 

modalities CT, positron emission tomography (PET)/CT, chest x-ray (CXR)) together, and/or are too  

time-consuming because of complex computations required for feature selection. In addition, most of the 

better-performing models are also considered "black-box" models, meaning they do not provide enough 
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details about how the underlying algorithms work to gain clinician's trust in their use. The research 

contributions of this dissertation are focused on resolving the research problems outlined above and are 

organized into two categories: theoretical contributions and practical contributions. 

Theoretical contributions: i) unified structural feature-level fusion: a completely new structure that 

connects the semantic gap of abstract deep learning to deterministic radiomics. This method integrates 

measurable, traditional radiomic descriptors GLCM and entropy) as inputs into the deep learning feature 

space, allowing for a rapid, thorough study of the tumor profile without having to utilize two functions for the 

same image (feature extractor and classifier) in a deep learning model; and ii) maximizing single modality: 

demonstrating the diagnostic and predictive capabilities of single-modality CT scans, thereby eliminating 

reliance on complex and sometimes impractical multi-modal imaging data. 

Practical contributions: i) resource-efficient pipeline design: this system achieves maximum 

efficiency in pipeline design by using a robust hybrid architecture comprising a ResNet50 backbone, an 

XGBoost classifier, and a non-computationally intensive evolutionary algorithm. Furthermore, by 

eliminating the traditional softmax layer from the architecture, there is very little likelihood of overfitting on 

large, complex datasets; and ii) dual-mode XAI framework: a “dual-sided” XAI interpretability system will 

be pioneered with visual spatial localization provided by Grad-CAM combined with feature attribution 

statistics generated by SHAP, to remove the “black-box” of AI systems and provide granular and transparent 

information necessary to develop physician trust and support clinical implementation. 

 

3.5.  The overfitting condition and proposed mitigations 

One of the main challenges when using deep convolutional network models for medical image 

classification, particularly when trained on domain-specific datasets with relatively few examples, is 

overfitting. When a model overfits, it memorizes statistical artifacts from the training data rather than 

learning the underlying anatomical pathology, leading to poor generalization to new medical images. Many 

current studies have tried to address this issue by over-relying on artificial data augmentations, which do not 

fully solve the problem. 

In contrast, the proposed hybrid framework solves and prevents overfitting using three different 

structural design decisions: 

i) Transfer learning with frozen weights: this study used a pre-trained ResNet50 model that was trained 

using ImageNet as our backbone model without modifying the convolutional weights; the weights of 

each layer remain unchanged throughout this process. Therefore, the model was able to leverage robust, 

generic capabilities for detecting edges and patterns across images without massively hyper-specializing 

its parameters on the limited amount of data we had available. 

ii) Dimensionality constraint: this study used GAP to create a single call of the CNN model and output an 

array of 6-dimensional vectors of texture features to be input to the radiomic model. The radiomic 

model has a high degree of dimensionality among its variables; therefore, implementing the GAP 

procedure provides a measure of dimensionality restriction, which helps us prevent overfitting as 

experienced through the model with an excess of parameters. 

iii) Algorithmic regularization via XGBoost: this study replaced the output dense softmax layer of our model 

with an XGBoost classification head due to the fact that dense softmax prediction layers are highly 

overfitting when built out of small amounts of data. By using XGBoost, this study was able to add an 

established algorithm that already features a number of mechanisms designed to prevent overfitting when 

producing a probabilistic prediction based upon high-dimensional input feature vectors. 
 

3.6.  Experimental setup and validation strategy 

The study was designed to be reproducible, robust, and fairly comparable. For this reason,  

all experiments were conducted using a standardized computational and validation framework. The  

proposed model architecture consisted of three main components: a CNN-based baseline architecture, 

transformer-based models for benchmarking, and implementations of both the base and benchmarked 

architectures using deep learning in Python with graphics processing unit (GPU) acceleration. 

During the experimental phase, the datasets were partitioned using stratified random sampling to 

ensure equal sample sizes across all analyzed pathological disease classes i.e., normal, adenocarcinoma, 

squamous cell carcinoma, and large cell carcinoma. To minimize overfitting, given the limited variability in 

the medical images, this study used multiple augmentation strategies during model training. All of the 

augmentation strategies were designed to mimic acquisition variability, variability in anatomical orientation, 

and intensity variations that are frequently experienced in clinical imaging environments. Augmentation 

strategies were dynamically available for improving the robustness of models trained on heterogeneous 

imaging environments. To ensure that the models were reproducible and yielded consistent results across all 

experiments used to compare them, this study used a stratified validation protocol and fixed random 

initialization seeds. The experiment consisted of performance evaluation metrics of classification accuracy, 
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macro precision, recall, F1-score, sensitivity, specificity, confusion matrix results and ROC-AUC analysis of 

one-vs-rest classification results. 

Table 3 presents the computational environment and software setup used for implementing and 

testing the proposed hybrid framework. To speed up the training of deep features extracted from images and 

for transformer benchmarking experiments, GPU computation was used. The software libraries that were 

used and the hardware setups that were used for each of the experiments were kept constant across all of the 

experiments so that results could be replicated and an unbiased comparison could be made between the 

different versions of the software. Table 4 shows the dataset partitioning and validation strategy that was 

employed throughout the testing and evaluation process. To maintain balance between classes in the training, 

validation and test datasets, as well as reduce the effects of bias in the different testing methods, stratified 

sampling and k-fold cross validation were used when creating the different test sets. Table 5 outlines the 

ways in which the training dataset was augmented in order to provide a better ability for the developed model 

to generalize, as well as reduce the potential for overfitting, and provide a measure of variability that can be 

expected from heterogeneous data sets derived from the imaging of the chest using CT. 

 

 

Table 3. Computational environment and software configuration 
Component Specification 

GPU NVIDIA RTX 3060 

CPU Intel Core i7 
RAM 16 GB 

Operating system Windows 11/Ubuntu 22.04 

Programming language Python 3.10 
Deep learning framework TensorFlow/Keras 

Machine learning libraries Scikit-learn and XGBoost 

CUDA version CUDA 12.0 
Image processing library OpenCV 

Explainability libraries SHAP and Grad-CAM 

 

 

Table 4. Dataset partitioning and validation strategy 
Validation component Configuration 

Training split 70% 

Validation split 15% 

Testing split 15% 
Validation strategy Stratified sampling 

Cross-validation method Stratified k-fold 

Number of folds 5 
Random seed 42 

Class distribution preservation Enabled 

Evaluation metrics Accuracy, precision, recall, F1-score, 
sensitivity, specificity, ROC-AUC 

 

 

Table 5. Data augmentation techniques applied during training 
Augmentation technique Configuration 

Rotation range ±15° 

Horizontal flip Enabled 

Zoom range 0.1 
Width shift 0.1 

Height shift 0.1 

Brightness adjustment 0.1 
Rescaling 1/255 

Interpolation strategy Bilinear 

Augmentation application Real-time dynamic augmentation 

 

 

3.7.  Dual-branch feature extraction 

The dual-feature extraction architecture in the proposed hybrid framework extracts complementary 

information about the texture of chest CT images, both spatially and quantitatively. The rationale for using 

the dual-feature extraction architecture is to merge the capabilities of a deep CNN to learn at multiple levels 

of semantic hierarchical data, with the use of handcrafted radiomic features learned from the CT images. 

Deep learning embeddings excel at representing complex patterns in pulmonary spatial distributions, while 

radiomics-based analyses provide quantitative measures of tissue heterogeneity, structural irregularity, and 

intensity variation often found in malignant tissue. 
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3.7.1. Deep spatial feature extraction branch (CNN-based) 

For learning representations of polygons, the primary CNN backbone was a pre-trained ResNet50 

architecture with ImageNet weights. ResNet50 was chosen for its ability to extract features quickly and 

easily, its suitability for residual learning, and its relative success in image analysis within the healthcare 

industry. To avoid overfitting that is caused by the small amount of data, transfer learning was used with 

ResNet50 to take advantage of the low-level edges, contours, and textures learned from images in a large 

number of categories, while using the ResNet50 low-level convolutional layers to help transfer keep within 

the general area of the images, combining natural and medical images together. The preprocessed data were 

resized to 224 × 224 × 3 and passed through the convolutional layers of ResNet50. The first layer of 

convolutional layers was frozen at the beginning of training, and higher-level layers were adjusted after  

end-stage training to better represent the polygons using the new information learned. After applying a GAP 

operation to the output of the final convolution, it is possible to condense the feature maps spatially while 

preserving their discriminative semantic content. The GAP operation produced a compact 2048-dimensional 

embedding vector for converting high-dimensional convolutional feature maps into a representation of 

multidimensional deep embedding hierarchical anatomy of lungs and how lesions are contextually defined by 

the diseases present. These 2048-dimensional embeddings capture complex differences in the structure of 

lungs by categorizing them according to specific diseases, such as adenocarcinoma, squamous cell 

carcinoma, and large cell carcinoma. 

 

3.7.2. Handcrafted quantitative texture feature branch (radiomics-based) 

In parallel, the radiomics branch was integrated into the model to extract handcrafted quantitative 

measures from intensity-normalized chest CT slice images. Radiomic analysis was performed using the 

Scikit-image (skimage) library to assess the statistical and textural characteristics associated with destructive 

disease progression and malignancy staging in the lungs. From each CT image, a compact set of six radiomic 

descriptors was calculated using GLCM-based texture analysis and global statistical intensity metrics:  

i) GLCM-based texture features: the purpose of performing GLCM analysis is to quantify relationships 

among intensity values across pixels within and among lung tissues. Three descriptors were calculated 

as representations of texture characteristics: 

‒ Contrast: measures the degree of local variation in texture intensity and irregularity. 

‒ Uniformity: measures how similar and consistent neighboring pixel value distributions are.  

‒ Energy: measures how consistently textured objects are in terms of common repeating structures 

or patterns. 

ii) Global statistical features: other types of first-order statistical descriptors were used to estimate the 

distribution of global grayscale intensity and to characterize the image complexity: 

‒ Mean gray level: provides an average of all grayscale levels found in the image.  

‒ Standard deviation: provides a measure of the range of intensity of all values found at each pixel 

and how much variation exists among those pixels. 

‒ Shannon entropy: provides a measure of how randomly distributed grayscale levels are within the 

image, and how heterogeneous they may be. 

When considered together, the combination of the radiomics descriptors created a 6-dimensional 

quantitative texture vector that represents quantifiable, interpretable statistical properties regarding the 

quantity and quality of structures within the pulmonary tissue lesional borders. This vector provides a second 

branch of parallel analysis to deliver background information supporting the deep CNN embedding analysis 

of the same data. Ultimately, it incorporates deterministic textured information that is not necessarily 

available from currently retained latent deep feature data. 

 

3.8.  Feature-level hybrid fusion 

Feature-level hybrid fusion is a technique whereby radiomic texture descriptors and deep CNN 

representations are integrated to fully exploit both the high-level semantic learning characteristics inherent in 

deep models and the quantitative tissue heterogeneity provided through radiomic data. While deep CNN 

architectures effectively capture complex spatial and contextual pulmonary patterns automatically,  

hand-crafted radiomic texture descriptors yield interpretable statistical explanations of tissue variations. 

These variations include, but are not limited to, pixel regularity and irregularity, intensity variability, and 

structural morphology. 

A 2048D deep-spatial embedding vector from an off-the-shelf pre-trained ResNet50 backbone was 

hybrid-fused with a 6D handcrafted radiomic feature vector from GLCM texture statistics and entropy-based 

features to create a combined 2054D hybrid feature vector for downstream classification. MinMax 

normalization was applied to address scale inconsistencies between the high-dimensional deep embeddings 

and low-dimensional radiomics prior to classification. This normalization method converted all  

feature values to a common range of 0 to 1, which improved numerical stability/convergence behavior and 
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provided balanced contributions of features to an ensemble classifier while avoiding potential dominant  

high-magnitude features affecting the XGBoost classifier's performance. 

Feature concatenation in the proposed hybrid fusion approach was preferred due to its 

computational simplicity, preservation of independent feature distributions, and suitability for  

high-dimensional ensemble learning. Compared to attention-weighted fusion methods that require significant 

hyperparameter tuning and greater computational maturity, direct hybrid fusion enables fast, easy integration 

of spatial and radiomic features while reducing model complexity and the risk of overfitting on small medical 

imaging datasets. The normalized hybrid feature vector was used for multi-class classification of lung disease 

and explainable diagnostic analysis in the proposed AI-assisted framework. 

 

3.8.1. Hyperparameter optimization and training configuration 

To create models that would be robust, reproducible, and stable for classification, systematic 

hyperparameter optimization was conducted on both the deep learning backbone and the ensemble classifier 

XGBoost. A grid-search-based sensitivity analysis was performed on the validation dataset to determine the 

best parameter configurations, focusing on minimizing overfitting and computational overhead while finding 

optimal hyperparameters. Many combinations of learning rates, batch sizes, optimizers, tree depths, numbers 

of estimators, and subsampling ratios were evaluated using stratified validation analysis. 

The pre-trained ResNet50 architecture was fine-tuned using a small learning rate with the Adam 

optimizer to minimize changes to the generalized ImageNet features while still incorporating them into chest 

CT images. The use of GAP allowed the dimensionality to be reduced and feature generalization to increase. 

Dropout regularization and data augmentation were also used to help make the models robust to the limited 

number of imaging variables in the medical community. Subsequently, the fused hybrid feature vector was 

classified using an optimized XGBoost ensemble classifier. Hyperparameters were tuned to improve the 

classifier's ability to discriminate among multiple classes, reduce false-negative classifications, and stabilize 

ROC-AUC performance across validation folds. The training configuration parameters used for deep feature 

extraction by the pre-trained ResNet50 network are outlined in Table 6. 

The listed parameters were determined by a number of experiments aimed at improving the 

convergence stability, generalization capability, and robustness of chest CT images when classifying them, 

while also reducing the amount of overfitting that occurred in the northern part of the biological subdivision 

in each multi-class pathology category. Additionally, Table 7 shows the optimized hyperparameter 

configuration for the XGBoost ensemble classifier used to classify hybrid features. The hyperparameter 

tuning was completed through a grid-search sensitivity analysis aimed at improving the classifier's 

performance for multi-class discrimination, stabilizing ROC-AUC behavior, and reducing the likelihood of 

false-negative predictions during classification. 

 

 

Table 6. CNN training configuration for deep feature 

extraction 
Parameter Configuration 

CNN backbone ResNet50 

Input image size 224 × 224 × 3 

Pre-trained weights ImageNet 
Optimizer Adam 

Learning rate 0.0001 

Batch size 32 
Number of epochs 50 

Activation function ReLU 

Pooling strategy GAP 
Dropout rate 0.5 

Loss function Categorical cross-entropy 

Validation strategy Stratified train–validation split 
Feature vector dimension 2048 

 

Table 7. Optimized XGBoost hyperparameter 

configuration 
Hyperparameter Value 

Objective function Multi softprob 

Evaluation metric mlogloss 

Number of estimators 300 
Maximum tree depth 6 

Learning rate 0.05 

Subsample ratio 0.8 
Column Sampling 

(colsample_bytree) 

0.8 

Gamma 0.1 
Minimum child weight 1 

Regularization strategy L2 regularization 

Random state 42 
Feature scaling method MinMax normalization 

 

 

 

3.8.2. Transformer-based comparative benchmarking 

A series of comparative benchmarking experiments was also conducted using the ViT-B16 and 

Swin-Tiny transformer-based vision architectures, which were subsequently used to evaluate the robustness 

and performance of the proposed hybrid framework against previously published state-of-the-art deep 

learning models. These transformer-based vision architectures were selected for benchmarking due to their 

demonstrated ability to leverage long-range contextual dependencies and understand global relationships 

between images in medical imaging datasets. The ViT-B16 transformer architecture divides input CT images 
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into small patches and uses them to learn global features by passing them through stacked self-attention 

encoder layers. The Swin-Tiny transformer architecture leverages a technique known as the shifted-window 

attention scheme. This enables the Swin-Tiny model to extract features more efficiently across multiple 

hierarchical levels and to have lower computational complexity than other transformer-based vision 

architectures. To maintain consistency across all experimental evaluations and provide a level playing field 

for benchmarking, both transformer-based models were initialized with pre-trained ImageNet weights and 

fine-tuned on the same chest CT dataset as the hybrid framework. 

All benchmark experiments for both architectures were conducted under identical conditions for 

image resizing protocols, pre-processing operations, augmentation pipelines, dataset partitioning strategies, 

and evaluation metrics. Models were trained using low-learning-rate AdamW optimizers to stabilize 

convergence and reduce overfitting with limited medical imaging data. Comparisons were based on 

classification accuracy, macro F1-score, sensitivity, specificity, and one-vs-rest ROC-AUC. One component 

of the transformer benchmarking was to determine whether hybrid radiomics-CNN fusion frameworks could 

produce competitive results while being more interpretable and computationally less complex than  

attention-based transformer architectures. The architectural and training parameters used in ViT-B16 

benchmarking can be found in Table 8, as can the rationale behind using the transformer architecture selected 

for evaluating the effectiveness of global self-attention mechanism(s) to model thoracic CT imaging contexts 

in a comparative manner. Table 9 presents a summary of the configuration of the Swin transformer 

architecture that was used in the comparative benchmarking experiments. Shifting window attention 

mechanisms enabled hierarchical feature extraction to occur more effectively, while decreasing the 

computational complexity associated with traditional transformer-based vision models. 

 

 

Table 8. ViT-B16 configuration 
Parameter Configuration 

Transformer model ViT-B16 
Input resolution 224 × 224 × 3 

Patch size 16 × 16 

Embedding dimension 768 
Number of transformer layers 12 

Attention heads 12 

Optimizer AdamW 
Learning rate 3 × 10-4 

Batch size 32 

Number of epochs 50 
Activation function GELU 

Pre-trained weights ImageNet 

Classification strategy Softmax multi-class output 
 

Table 9. Swin-Tiny configuration 
Parameter Configuration 

Transformer model Swin-Tiny 
Input resolution 224 × 224 × 3 

Window size 7 

Embedding dimension 96 
Number of Stages 4 

Attention mechanism Shifted window attention 

Optimizer AdamW 
Learning rate 1 × 10-4 

Batch size 32 

Number of Epochs 50 
Activation function GELU 

Pre-trained weights ImageNet 

Classification strategy Softmax multi-class output 
 

 

 

3.8.3. Classification and explainability 

The fused hybrid feature vector, after fusion and feature-level normalization, was then used as input 

to an optimized XGBoost ensemble classifier for multi-class lung disease classification. The choice of 

XGBoost was based on its excellent empirical performance with high-dimensional tabular representations, its 

resilience to overfitting, its computational efficiency, and its ability to model nonlinear decision surfaces 

effectively. Furthermore, the boosting ensemble classification algorithm improves generalization and gives 

more interpretable results than traditional black-box classifiers. The fused hybrid vectors used for 

classification comprised deep spatial embeddings from the ResNet50 pre-trained backbone and handcrafted 

radiomic texture descriptors based on GLCM statistics and entropy analysis. Before inputting these vector 

values into the classifier, the feature values were transformed using MinMax normalization to stabilize their 

distribution and accelerate convergence during the ensemble learning process. Hyperparameter optimization 

was performed using a grid search based on sensitivity analyses on the validation dataset to enhance 

robustness and reduce sensitivity to parameter variation in XGBoost classification with respect to the 

estimated hyperparameters. Numerous configurations of learning rates with different counts of estimators, 

depth of trees, subsampling ratios, and column sampling methods were evaluated experimentally  

and according to each model’s final configuration had an estimator count of 300; a depth of trees = 6; learning 

rate = 0.05; a subsampling ratio = 0.8; and a column sampling value = 0.8, which also yielded the best 

validation accuracy and least amount of variation with respect to macro F1-score and ROC AUC performance. 

To mitigate the lack of transparency commonly found in deep learning-based diagnostic systems, a 

dual-mode XAI framework was added to the pipeline. This mechanism provided both spatial interpretations 

of lesions and analyses of feature metrics to improve physician trust and clinical interpretability. Grad-CAM 

(spatial XAI): this study uses it on top of the last convolution layer of the ResNet50 backbone, to create a 
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heatmap highlighting the spatial area influencing deep feature extraction. SHAP (feature XAI): the last 

XGBoost model was fed to the tool in order to calculate Shapley values: global and local importance of each 

feature on final classification. To further assess the validity of our results under the proposed methodology 

conducted additional comparative benchmarking experiments on the hybrid radiomics-CNN fusion 

framework against the ViT-B16 and Swin-Tiny model architectures. The benchmarking experiments 

followed the same preprocessing and validation protocols used for the hybrid-radiomics-CNN fusion 

framework to determine whether the proposed framework could demonstrate comparable interpretability and 

computational efficiency, as well as comparable classification performance, relative to the attention-based 

transformer architectures. Documentation of all workflow components of the proposed hybrid framework is 

provided in Figure 3. The graphical abstract illustrates the dual-branch feature extraction process, the hybrid 

feature fusion strategy, the optimized XGBoost-based classification pipeline, the transformer-based 

benchmark analysis, and the dual-mode explainability framework that combines the Grad-CAM and SHAP 

methods, to enable clinically interpretable multi-class lung disease identification and staging The entirety of 

the workflow that constitutes the proposed hybrid deep learning framework for multi-class classification of 

chest CT scans is captured in Algorithm 1. 

 

 

 
 

Figure 3. Workflow components of the proposed hybrid framework 

 

 

Algorithm 1. Hybrid deep–texture feature fusion pipeline for multi-class chest CT classification 

Input: 

– Chest CT image dataset organized in folder-based class labels. 

– Target image size: 224 × 224. 

Output: 

– Predicted class labels (normal, adenocarcinoma, squamous cell carcinoma). 

– Evaluation metrics. 

– Explainability visualizations (Grad-CAM and SHAP). 

Initialization: 

1: Load pre-trained ResNet50, ViT-B16, and Swin-Tiny models with ImageNet weights. 

2: Remove the final classification layer of ResNet50. 

3: Initialize XGBoost classifier for multi-class prediction. 

4: Initialize MinMax scaler for feature normalization. 

Procedure: 

Step 1: dataset preparation 

1: Load CT images from the dataset directory. 

2: Assign class labels based on folder names. 
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3: Resize all images to 224 × 224 pixels. 

4: Normalize pixel values between 0 and 1. 

5: Split dataset into training and testing subsets. 

Step 2: deep feature extraction (spatial branch) 

1: For each image, extract deep feature embeddings from: 

a. ResNet50 backbone.  

b. ViT-B16 backbone.  

c. Swin-Tiny backbone.  

2: Apply GAP to obtain deep embeddings. 

3: Store extracted deep feature vectors for all images. 

Step 3: handcrafted texture feature extraction (quantitative branch) 

1: Convert each CT image to grayscale. 

2: Compute GLCM. 

3: Extract texture features: contrast, homogeneity, energy. 

4: Compute statistical descriptors: mean intensity, standard deviation, shannon entropy 

5: Store all handcrafted features for each image. 

Step 4: hybrid feature fusion 

1: Concatenate deep features and handcrafted texture features. 

2: Apply MinMax normalization to the fused feature vector. 

3: Prepare the final hybrid feature representation for classification. 

Step 5: classification using XGBoost 

1: Train the XGBoost classifier using fused training features. 

2: Perform multi-class prediction on test features. 

3: Store predicted labels and probabilities. 

Step 6: ablation study 

1: Train classifier using only deep ResNet50 deep features. 

2: Train classifier using only ViT-B16 deep features. 

3: Train classifier using only Swin-Tiny deep features. 

4: Train classifier using only handcrafted texture features. 

5: Train classifier using the hybrid feature set (deep + handcrafted). 

6: Compare and report the performance of all approaches. 

Step 7: performance evaluation 

1: Generate a confusion matrix. 

2: Compute accuracy, precision, recall, and F1-score. 

3: Generate multi-class ROC curves using one-vs-rest strategy. 

4: Compare training and testing accuracy. 

Step 8: XAI analysis 

Image-level (Grad-CAM): 

1: Compute gradients from the last convolutional layer. 

2: Generate a heatmap highlighting tumor regions. 

3: Overlay heatmap on original CT image. 

Feature-level (SHAP): 

1: Apply SHAP TreeExplainer on the trained XGBoost model. 

2: Compute global feature importance. 

3: Generate SHAP summary plot for hybrid features. 

End 

 

 

4. RESULTS AND ANALYSIS 

4.1.  Experimental setup and evaluation metrics 

The hybrid deep learning framework developed in this work was evaluated experimentally using the 

publicly available chest CT-scan images database. This database consists of images that can be categorized 

into four different groups: normal, adenocarcinoma, squamous cell carcinoma, and large cell carcinoma. All 

CT images from the study have been resized to 224 × 224 × 3 resolution and preprocessed with intensity 

normalization and real-time augmentation methods to improve generalization of the models and reduce 

overfitting, including random rotations, horizontal flipping, zoom transformations, brightness adjustment, 

and spatial translation. 

The chest CT-scan images dataset has been split using a stratified 70-15-15 train/validation/test split 

to maintain equal class representation across all experimental subgroups. Furthermore, during model 

optimization, stratified 5-fold cross-validation was used to improve robustness and reduce experimental bias. 



                ISSN: 2252-8938 

Int J Artif Intell, Vol. 15, No. 5, October 2026: 4568-4591 

4582 

The hybrid deep learning framework integrates deep spatial embeddings from a pre-trained ResNet50 

backbone with handcrafted radiomic texture descriptors, thereby creating a combined set of hybrid features 

that represent the chest CT-Scan images. The combined set of hybrid features was normalized using MinMax 

normalization, and then classified using an optimized XGBoost ensemble classifier. 

To assess the competitiveness of the proposed methodology, comparative benchmarking was also 

conducted with texture-only radiomics, ResNet50 CNNs, ViTs, and Swin transformers with identical 

preprocessing and validation protocols as the proposed methodology. The performance of each model was 

evaluated using multiple quantitative metrics, including accuracy, precision, recall, F1-score, sensitivity, 

specificity, false negative rate, confusion matrix, and ROC-AUC analysis. All experiments were 

accomplished using deep learning libraries built on Python including TensorFlow, Scikit-learn, and 

XGBoost. A workstation equipped with NVIDIA RTX 3060 GPU, Intel I5 Processor, and 8 GB RAM was 

used for all experiments. The use of GPU acceleration enabled deep feature extraction and transformer 

benchmarking experiments to run efficiently during training and inference across all tested architectures. 

 

4.2.  Quantitative performance evaluation 

To assess the effectiveness of the proposed hybrid deep learning framework, comparative 

quantitative benchmark testing was conducted against several widely used baseline and state-of-the-art 

architectures, including texture-only radiomics, ResNet50 CNN no training score only validated, ViT-B16, 

and Swin-Tiny. All models were trained and validated using the same preprocessing, augmentation, 

validation, and dataset partitioning protocols as the proposed methodology to ensure direct comparability of 

results. The comparison of overall accuracy across all three experimental conditions is reported in Table 10. 

 

 

Table 10. Overall accuracy comparison 
Model Accuracy (%) Precision Recall Specificity F1-score ROC-AUC 

Proposed hybrid framework 92.38 0.9309 0.938 0.9804 0.9309 0.9948 
ResNet50 CNN 91.67 0.9186 0.913 0.9728 0.9186 0.9678 

ViT (ViT-B16) 90.32 0.8885 0.875 0.9542 0.8885 0.9683 

Swin transformer (Swin-Tiny) 89.67 0.8958 0.897 0.9421 0.8958 0.9455 
Texture-only radiomics 84.38 0.8361 0.836 0.8967 0.8361 0.9008 

 

 

The hybrid framework for evaluating pulmonary abnormalities, based on deep learning and 

radiomic texture features, yielded superior classification performance compared to other models. The hybrid 

framework achieved 92.38% overall classification accuracy and 93.09% precision, 93.78% recall, 98.04% 

specificity, and 0.9948 ROC-AUC score shown in Figure 4. The use of deep spatial embedded 

representations combined with handcrafted radiomic texture features improved the ability to differentiate 

histologically similar pulmonary abnormalities, specifically when differentiating between adenocarcinoma 

and squamous cell carcinoma where it is challenging to differentiate. 

 

 

 
 

Figure 4. Overall accuracy comparison graph 
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ViT-B16 and Swin-Tiny transformers were used for classification, and although they showed strong 

contextual representation learning capabilities, they had slightly lower classification performance than the 

hybrid framework due to the integration of deterministic radiomic texture descriptors, which provided 

additional, complementary tissue heterogeneity information not fully captured by attention-based models. 

The hybrid methodology was also more interpretable and less computationally complex than transformers. 

The texture-based radiomics model showed the weakest overall performance, reflecting that hand-crafted 

statistical descriptor alone could not accurately represent complex spatial pulmonary patterns. However, the 

ResNet50 CNN-only achieved high performance, but the lack of explicit quantitative texture description 

limited its use as a standalone classifier. Therefore, combining both types of models form the basis of a 

hybrid fusion framework, likely improving clinical decision-making by integrating texture features with deep 

semantic representations for multi-class CT lung disease classification. 

 

4.3.  Hybrid model classification performance 

For an in-depth analysis of the performance of our proposed hybrid model on a 3-class (normal, 

adenocarcinoma, and squamous cell carcinoma) classification, this study collected confusion matrices and 

ROC curves. The confusion matrix of the hybrid model on the test set is shown in Figure 5 and Table 11. The 

model is highly sensitive across all classes, in particular achieving a low false positive rate when predicting 

normal. Misclassifications between the two cancer subtypes are also observed, but at a low frequency, 

thereby indicating the model's subtle pathological differences. 

 

 

 
 

Figure 5. Confusion matrix for the hybrid model 

 

 

Table 11. Confusion matrix table 
True label ↓ / predicted label → Adenocarcinoma Large cell carcinoma Normal Squamous cell carcinoma 

Adenocarcinoma 23 0 0 1 
Large cell carcinoma 3 7 0 0 

Normal 0 0 44 0 

Squamous cell carcinoma 2 1 0 15 

 

 

In Figure 6 provide the one-vs-rest ROC curves of each class. The model has strong discriminative 

ability AUC scores are approaching 1.0 for each category. An AUC of 0.9942 on average suggests that with 

different threshold values, the hybrid space has an almost perfect separability for each class from others as 

much as possible. The ROC curve analysis confirms that the new integrated model has a consistent level of 

sensitivity across various cut-points of operation and would be particularly useful in screening for evidence 

of lung cancer at an early stage, where there is a need for a very low level of false negative predictions. The 

model also displayed a high level of analytical ability when differentiating between normal and 

adenocarcinoma; however, due to the similarity in the heterogeneous nature of lung tissue and structural 

imaging for squamous cell versus large cell types, limited overlap between the two sample types exists. 

Compared with alternative architectural design methods based on transformer architectures, the new 

integrated model provided a superior balance of sensitivity, specificity, and interpretability for classifying 

chest CT imaging. The ViT-B16 architecture produced comparable AUC results but offered less transparency 
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and complexity when comparing deep semantic representations with radiomic descriptors, and demonstrated 

equivalent analytical performance. Ultimately, this indicates that radiomic descriptors, when combined with 

deep semantic representations, provide complementary information that aids in delivering clinically relevant 

AI assistance based on chest CT imaging. 
 

 

 
 

Figure 6. One-vs-rest ROC curves 
 

 

4.4.  Hyperparameter sensitivity analysis 

Hyperparameter sensitivity analysis is designed to evaluate the robustness and stability of the 

proposed hybrid deep learning framework via different optimization settings. The sensitivity analysis looked 

at how the learning rate and maximum depth of trees produced by XGBoost impacted overall classification 

accuracy and convergence behavior. This work was performed to find optimal parameter values that balance 

classification and generalization performance while preventing overfitting. The learning rate sensitivity 

analysis is shown in Figure 7. It can be seen that as the learning rate increases from lower values, 

classification performance improves progressively until an optimal stability point is reached at approximately 

0.05. Conversely, low learning rates produce a slow rate of convergence and therefore less discriminative 

performance. On the other hand, high learning rates produce unstable optimization behavior, resulting in a 

moderate performance decrease. The learning rate of 0.05 is the optimal tradeoff between convergence 

stability, classification accuracy and ROC-AUC across all validation folds. 
 

 

 
 

Figure 7. Accuracy vs learning rate sensitivity analysis 
 

 

The maximum tree depth analysis in Figure 8 indicates that moderate tree depths yield better 

generalization performance than either too shallow or too deep tree depths. Low depth values constrained the 
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ability of the classifier to model non-linear relationships among the hybrid features while higher depth values 

produced classifiers that are prone to overfitting and less stable validation scores. The best performance was 

achieved at a maximum tree depth of six, as this depth produced higher levels of multi-class discrimination 

while maintaining robustness to noise in the feature set. The hyperparameter sensitivity experiments confirm 

that the proposed hybrid framework produced stable classification performance across differing optimizer 

settings. The selected hyperparameter configuration effectively balanced computational efficiency, 

classification robustness, and the avoidance of overfitting, thereby enabling the proposed methodology to be 

deployed reliably for AI-assisted chest CT-based classification of lung disease. 
 

 

 
 

Figure 8. Accuracy vs maximum tree depth analysis 
 

 

4.5.  Explainability and feature attribution analysis 

To provide greater transparency and clinical interpretability for the proposed hybrid deep learning 

framework, an XAI dual-mode approach was added to the diagnostic pipeline, using both Grad-CAM, and 

SHAP to improve physicians' trust in AI-assisted clinical decision-making through spatial lesion localization 

and quantitative feature attribution analyses. A dual-mode XAI strategy integrating Grad-CAM and SHAP 

was incorporated into the diagnostic pipeline. This explainability framework was designed to provide both 

spatial lesion localization and quantitative feature attribution, thereby improving physicians' trust and 

supporting interpretable AI-assisted clinical decision-making. 

 

4.5.1. Grad-CAM-based spatial explainability analysis 

The spatial attention maps learned by the ResNet50 backbone during the classification of chest CT 

scans can be visualized using Grad-CAM. These maps, implemented as Grad-CAM heatmaps shown in  

Figure 9 of the results section, demonstrate that the deep learning model often focuses on diagnostically 

relevant pulmonary areas related to lesional boundaries, heterogeneous opacities, and abnormal tissue 

distribution patterns across multiple pathological classifications. The actually-overlaid activation maps 

indicate that the backbone of the CNN learned clinically relevant spatial representations corresponding to 

abnormal pulmonary lesions. In contrast to the normal CT scans which showed more diffuse, anatomically 

stable patterns of activation, malignant cases exhibited concentrated patterns of activation around  

irregular-shaped tissue- and high-density pulmonary structures. These results suggest that the proposed 

method appropriately captures spatial characteristics of the lung that are of clinical interest and can therefore 

be used to aid in the classification of multi-class lung diseases. Additionally, the Grad-CAM visualizations 

lend qualitative evidence to demonstrate that the proposed hybrid methodology does not base its predictions 

on non-pertinent image features or background structures. The spatial consistency of the identified areas of 

locality improves the degree of certainty in the ability of the proposed method to perform spatial reasoning 

and supports future applications for the proposed method within clinically relevant applications of  

AI-assisted radiology. 

 

4.5.2. Feature attribution with Shapley additive explanations 

To gain insight into which deep, handcrafted features contribute to the final XGBoost decision, this 

study used SHAP. The x-axis of the plot is sorted by global importance for each feature. Although  

high-dimensional deep features (with the same name prefix as feature_1245) typically occupy a dominant 

position on the list of top features, because they are simply more numerous and expressive than the rest, there 

is a place for classic handcrafted radiomic features such as entropy or homogeneity near the top of these 
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rankings shown in Figure 10. Coloring (red for high feature value and blue for low) indicates direction of 

influence. For example, large values of certain texture entropy features (red dots that push the prediction 

toward the right) could be highly correlated with a particular cancer class. This provides quantitative 

evidence that the handcrafted texture branch is indeed non-redundant, meaning it contributes to the diagnosis 

in a distinct and interpretable manner, thereby helping interpret/constrain the final diagnostic prediction. 
 

 

 
 

Figure 9. Grad-CAM heatmap and overlaid analysis 
 

 

 
 

Figure 10. SHAP summary plot 
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In addition, SHAP feature importance analysis shown in Figure 11 demonstrates through the hybrid 

integration of the radiomic texture descriptors and the deep spatial embeddings together produces 

complementary diagnostic information that improves the robustness of the classification. The majority of the 

contribution from deep CNN embeddings was to spatially represent the lesions and the primary contribution 

from the radiomic descriptors was to improve the quantitative representation of pulmonary and the intensity 

variation within the pulmonary. In general, the analysis describes how the new mixed technique achieves 

excellent quantitative performance, and at the same time provides meaningful clinical interpretation via 

integration of spatial and feature-level attribution mechanisms of both Grad-CAM and SHAP together, thus 

improving overall transparency of AI-based diagnostic process and enhancing potential for future 

implementation in clinical decision support systems focused on radiology. 

 

 

 
 

Figure 11. SHAP feature importance plot 

 

 

5. CLINICAL UTILITY, DEPLOYMENT CONSIDERATIONS, AND FUTURE WORK 

This proposed hybrid deep learning network offers a promising pathway for use in AI-assisted 

clinical radiology environments, as it strikes a strong balance among classification accuracy, computational 

efficiency, and explainability for routine practice. Additionally, by combining deep spatial embeddings with 

descriptive radiomic texture features, the proposed hybrid deep neural network provides a much-improved 

ability to discriminate multi-class pulmonary abnormalities while maintaining transparent diagnostic 

interpretations through Grad-CAM and SHAP-based explanatory methods. Lastly, given that the 

computational hardware requirements are moderate compared with those typically seen in workstation-level 

hospitals and telemedicine-based screening systems, the proposed hybrid deep learning framework is likely 

to have strong potential for use in radio-oncology and telemedicine-based screening systems. 

The framework may be useful for radiologists in identifying pulmonary lesions at an early stage, as 

well as in the automated rounding and triaging of cases requiring assistance with thoracic CT interpretation. 

Radiologists will receive the Grad-CAM heat maps generated by the framework to show the anatomical 

location of potentially abnormal pulmonary areas. The use of SHAP will allow the radiologist to better 

understand which input features contributed to the AI's recommendation and will help enhance the 

radiologist's confidence in the AI's recommendations. This methodology could be incorporated into picture 
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archiving and communication system (PACS), cloud-based radiology systems, and intelligent clinical 

triaging systems that support large-scale lung cancer screening programs. 

The clinical deployment advantages of the proposed framework include, but are not limited to  

the following: 

‒ Improved transparency via an XAI approach that uses Grad-CAM and SHAP. 

‒ Less computationally intensive compared to transformer-heavy architectures, facilitating real-world use 

in standard hospital computing environments. 

‒ Greater flexibility in classifying multiple classes of histologically similar pulmonary pathologies. 

‒ Potential future applications in AI-assisted radiology workflow, telemedicine, and off-site  

diagnostic testing. 

‒ Compatible with future solutions for cloud-based and real-time diagnosis radiology platforms. 

There are still numerous obstacles that impact generalizability outside of laboratory settings, despite 

promising research findings. For example, this research utilized chest CT datasets that are available to 

everyone but didn't test with other datasets or hospitals, nor were lesions marked by the radiologists as they 

would be in clinical practice. Also, most of the analysis was performed using 2D slices instead of intact 

volumes (3D), which may not provide a complete contextual understanding for complex disease patterns. 

Future research will extend this work to include larger databases from multiple locations treating a wide 

variety of patients to strengthen method reliability and deployability. The following list includes some 

advanced research avenues that could further leverage the proposed approach: 

‒ Using attention-based multimodal fusion strategies (combining CNNs and transformers) to interpret 

image features with radiomic descriptors.  

‒ Using 3D volumes of chest CT images for better characterization of lesion location.  

‒ Using external validation datasets like LIDC-IDRI and COPDGene. 

‒ Combining clinical metadata, pathology notes, and patient history for multimodal AI-supported diagnosis.  

‒ Creating decision-support systems for borderline pulmonary abnormalities based on uncertainty and 

fuzzy logic.  

‒ Studying federated learning and privacy-protecting healthcare AI models.  

‒ Developing real-time optimization of PACS-integrated hospital screening systems and telemedicine. 

In summary, the described framework represents a very promising basis for the development of future 

clinically interpretable and computationally efficient AI-assisted lung disease diagnosis systems that can 

support transparent and reliable chest CT analyses in real-world healthcare settings. 

 

 

6. CONCLUSION 

The research study described the quantitative hybrid deep learning framework for multi-class 

chronic lung disease identification and staging using a chest CT-based methodology that combines deep 

spatial embeddings with handcrafted radiomic texture descriptors. The proposed framework incorporates a 

pre-trained ResNet50 backbone, quantitative radiomic analysis, and an optimized XGBoost ensemble 

classifier to enhance classification robustness, explainability, and computational efficiency in AI -assisted 

chest CT imaging analysis. Experimental results showed that the hybrid framework outperformed  

texture-only radiomics, standalone CNN architectures, and transformer-like models ViT-B16 and Swin-

Tiny across all classifications. The hybrid framework achieved an overall classification rate of 92.38%, 

precision of 0.9202, sensitivity of 0.9094, specificity of 0.9811, F1-score of 0.9146, and ROC-AUC of 

0.9938, demonstrating excellent discrimination and consistent multi-class classification performance 

across all groups of pulmonary abnormalities. By integrating complementary spatial and statistical 

representations, the ability to distinguish histologically similar lung cancer subtypes (adenocarcinoma vs. 

squamous cell carcinoma) was significantly improved. Additionally, comparative benchmarking has 

shown that the proposed hybrid methodology strikes a balanced trade-off among classification 

performance, computational efficiency, and interpretability compared with transformer-heavy 

architectures. Furthermore, the use of dual-mode XAI via use of both Grad-CAM and SHAP has helped to 

improve transparency and clinical interpretability of the entire diagnostic process. The Grad-CAM heat 

maps have been useful in providing meaningful locational information to support the diagnosis of 

suspicious pulmonary regions, while SHAP analysis has quantified how both the deep embedding network 

and the radiomic descriptors contributed to the final classification predictions. Thus, the use of these 

explainability mechanisms increases physicians’ trust and indicates the potential applicability of this 

methodology to future AI-assisted radiology workflows, telemedicine systems, and intelligent clinical 

decision support environments. The proposed hybrid framework demonstrates how combining 

deterministic radiomic texture characterization with deep semantic feature learning can provide a robust, 

clinically interpretable solution for analyzing lung disease on chest CT. Future work, including external 
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multisite validation, volumetric 3D CT analysis, multimodal clinical integration, adaptive fusion 

strategies, and implementation via federated learning-based deployment, will likely further enhance both 

the scalability and real-world clinical applicability of the proposed methodology. 
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